
Consistent and fast inference in 
compartmental models of epidemics using 
Poisson Approximate Likelihoods
Michael Whitehouse1, Nick Whiteley1 and Lorenzo Rimella2

1School of Mathematics, University of Bristol, Bristol, UK
2Department of Mathematics and Statistics, University of Lancaster, Lancaster, UK
Address for correspondence: Michael Whitehouse, School of Mathematics, University of Bristol, Bristol, UK. Email: 
mw16518@bristol.ac.uk

Abstract
Addressing the challenge of scaling-up epidemiological inference to complex and heterogeneous models, we 
introduce Poisson approximate likelihood (PAL) methods. In contrast to the popular ordinary differential 
equation (ODE) approach to compartmental modelling, in which a large population limit is used to motivate 
a deterministic model, PALs are derived from approximate filtering equations for finite-population, 
stochastic compartmental models, and the large population limit drives consistency of maximum PAL 
estimators. Our theoretical results appear to be the first likelihood-based parameter estimation consistency 
results which apply to a broad class of partially observed stochastic compartmental models and address the 
large population limit. PALs are simple to implement, involving only elementary arithmetic operations and 
no tuning parameters, and fast to evaluate, requiring no simulation from the model and having 
computational cost independent of population size. Through examples we demonstrate how PALs can be 
used to: fit an age-structured model of influenza, taking advantage of automatic differentiation in Stan; 
compare over-dispersion mechanisms in a model of rotavirus by embedding PALs within sequential Monte 
Carlo; and evaluate the role of unit-specific parameters in a meta-population model of measles.
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1 Introduction
Compartmental modelling is one of the most widespread methods for quantifying the dynamics of 
infectious diseases in populations, rooted in the works of McKendrick and Kermack in the 1920s 
(M. Bartlett, 1949; M. S. Bartlett, 1966; Kendall, 1956; Kermack & McKendrick, 1927; 
McKendrick, 1925), see Isham (2005) for an overview. In this modelling paradigm individuals 
in a population transition between a collection of discrete compartments, usually representing dis
ease states, where the rates of transition may depend on the current state of the population as a 
whole as well as possibly unknown parameters. This provides an interpretable, mechanistic frame
work in which to infer epidemic characteristics such as reproduction numbers, forecast disease dy
namics and explore the possible impacts of public health interventions. Compartmental models 
are also popular in ecology and biochemistry, for example, Komorowski et al. (2009) and 
Fearnhead et al. (2014), but that is beyond the scope of the present work.

The earliest formulated compartmental models of epidemics consist of a small number of com
partments, just three in the standard susceptible-infected-recovered (SIR) model. Modern com
partmental models often feature many more compartments, each corresponding to some 
combination of disease state and other variates. By increasing the number of compartments, the 
modeller can specify a more precise representation of complex diseases and populations, such 
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as multi-strain dynamics (Worden & Porco, 2017), sub-populations associated with, e.g. house
holds or age groups (Andrade & Duggan, 2020), and spatial information (Xia et al., 2004). 
Modelling such features is considered a key challenge by epidemiologists (Ball et al., 2015; 
Funk et al., 2015; Riley et al., 2015; Wikramaratna et al., 2015).

However, the computational cost of fitting compartmental models to data, in general, grows 
with the number of compartments and also, in the cases of some methods, with the population 
size. Exact likelihood-based inference is intractable in general and approximate inference typically 
either involves deleterious model simplifications or involves highly sophisticated algorithms which 
incur a substantial computational cost. Thus, scaling-up inference to complex models is an import
ant and open challenge—this is the motivation for the present work.

Compartmental models come in various forms, some stochastic, some deterministic; some in 
continuous time, some in discrete time; some modelling finite populations, some motivated by large 
population asymptotics. Deterministic, ordinary differential equation (ODE)-based compartmen
tal models are very popular in practice and often motivated by the fact they can be obtained from 
finite-population, stochastic models in the large population limit. As a very simple example, con
sider the continuous time, stochastic version of the susceptible-exposed-infective-removed 
(SEIR) model, with fixed population size n and numbers of individuals in each of the respective 
compartments denoted X(n)

t := [S(n)
t E(n)

t I(n)
t R(n)

t ]⊤. Each susceptible individual becomes exposed 
at instantaneous rate βn−1I(n)

t , each exposed individual becomes infective at rate ρ, each infective 
individual is ‘removed’ at rate γ, and (X(n)

t )t≥0 is a jump-Markov process. General results concerning 
the convergence of jump-Markov processes to the solutions of ODEs (Kurtz, 1970, 1971) can be 
applied to show that, if n−1X(n)

0 → x0 in probability, then for any T > 0 and δ > 0,

lim
n→∞

P sup
0≤t≤T

‖n−1X(n)
t − xt‖ > δ

􏼠 􏼡

= 0, (1.1) 

where (xt)t≥0, xt ≡ [st et it rt]
⊤, solves

dst

dt
= −βstit,

det

dt
= βstit − ρet,

dit
dt

= ρet − γit,
drt

dt
= γit. (1.2) 

It follows from S(n)
0 + E(n)

0 + I(n)
0 + R(n)

0 = n together with n−1X(n)
0 → x0 and equation (1.2), that st + 

et + it + rt = 1 for all t ≥ 0. In order to use this ODE to model a population of size n, xt is scaled back 
up by a factor of n, x(n)

t ≡ [s(n)
t e(n)

t i(n)
t r(n)

t ]⊤ := n[st et it rt]
⊤, which satisfies the form of SEIR 

ODE usually encountered in practice:

ds(n)
t

dt
= −βs(n)

t
i(n)
t

n
,

de(n)
t

dt
= βs(n)

t
i(n)
t

n
− ρe(n)

t ,
di(n)

t

dt
= ρe(n)

t − γi(n)
t ,

dr(n)
t

dt
= γi(n)

t . (1.3) 

To relate (X(n)
t )t≥0 or (x(n)

t )t≥0 to data, for example, error-prone measurements of the number of 
newly infective individuals in given time periods, one usually postulates a probabilistic observation 
model, and evaluation of the likelihood function for the parameters (β, ρ, γ) then involves margin
alising out (X(n)

t )t≥0 in the case of the finite-population stochastic model, which is intractable, or 

numerical approximation to (x(n)
t )t≥0 in the case of the ODE.

Note here that the only way that x(n)
t depends on n is through the scaling factor x(n)

t = nxt. This, 
along with the lack of stochasticity, illustrates the simplicity but inflexibility of the ODE approach 
to compartmental modelling. Indeed it has been recognised that ODE models cannot capture im
portant epidemiological phenomena such as fade-out, extinction, lack of synchrony, or deviations 
from stable behaviour (M. Roberts et al., 2015, Sec. 8) and, somewhat more obviously, may 
under-represent uncertainty (King et al., 2015).

To summarise the above, consider the following conceptual workflow: 

ODE 1. specify a finite-population, stochastic, continuous-time compartmental model (X(n)
t )t≥0;

ODE 2. scale X(n)
t by n−1 and take the large population limit n→∞ to obtain (xt)t≥0;
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ODE 3. re-scale (xt)t≥0 by n to obtain (x(n)
t )t≥0, on the appropriate scale for a population of size n;

ODE 4. numerically approximate (x(n)
t )t≥0 and combine with an observation model to evaluate 

the likelihood function.

Of course in practice, someone can use the ODE model (1.3) without knowing anything about 
steps ODE 1−3. We write out these steps in order to emphasise how the ODE approach differs 
to the Poisson approximate likelihood (PAL) methods proposed in the present work, where cru
cially the limit n→∞ is taken later in the conceptual workflow: 

PAL 1. specify a finite-population, stochastic, discrete-time compartmental model;
PAL 2. combine this model with an observation model to obtain discrete-time filtering equations;
PAL 3. recursively approximate the filtering equations using Poisson distributions, thus defining 

the PAL;
PAL 4. take the large population limit, n→∞, to establish the consistency of the parameter es

timator obtained by maximising the PAL.

The latent compartmental model we work with is introduced in Section 3. It allows the probabil
ities of individuals transitioning between compartments to depend on the state of the population as 
a whole in a quite general way, as well as allowing for immigration and emigration, constant or 
random and dynamic population size. Due to the general form of this compartmental model, 
we can treat classical disease states, such as SEIR, as well as discrete covariates or sub-populations 
such as spatial locations or age groups, in a single framework. Also in Section 3, we introduce two 
types of observation models: one for prevalence data, allowing for under-reporting, mis-reporting, 
and spurious measurements; and one for incidence data, including incidence data which are aggre
gated in time. In Section 4, we introduce recursive Poisson approximations of filtering equations 
which lead us to PALs. The algorithms used to compute PALs involve only elementary linear al
gebra operations. Evaluating PALs up to a constant independent of parameter values as is suffi
cient for optimisation, or evaluating ratios of PALs as arises in Markov chain Monte Carlo 
(MCMC) algorithms, has computational cost independent of population size. In Section 5, we 
state our main theoretical results concerning consistency of maximum PAL estimators in the large- 
population regime, and outline the main steps in the proof. As part of the proof we obtain novel 
results about asymptotically accurate filtering. Section 6 discusses how over-dispersion can be 
handled by numerically integrating out latent variables using sequential Monte Carlo. In 
Section 7, we demonstrate various aspects of our methodology and connections to our theory 
in the context of simulated and real data sets. Opportunities for future research are described in 
Section 7.5.

2 Connections to the literature
2.1 Poisson-process approximations
Recursive approximation of filtering distributions using Poisson processes underlies the so-called 
probability hypothesis density (PHD) filter of Mahler (2003), subsequently re-derived and generalised 
by Singh et al. (2009) and Caron et al. (2011). A specific but epidemiologically uninteresting (as we 
shall explain in Section 3.2) case of one model we consider in Section 4.1 coincides with a discrete-state 
version of the model considered in these works and the corresponding special case of our Algorithm 1
would coincide with a discrete-state version of the PHD filter. The incidence data model we define in 
Sections 3.3.2 and 3.3.3 is however different, and particularly important for epidemiological data. 
Parameter estimation using the PHD filter in spatial multi-target models was suggested by Singh 
et al. (2011) but without any rigorous justification and the authors are not aware of any theoretical 
results concerning parameter estimation consistency using the PHD filter. Approximate filtering for 
a limited class of epidemic models using multinomial rather than Poisson approximations was pro
posed by Whiteley and Rimella (2021), but without any consistency theory.
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2.2 Inference algorithms for stochastic compartmental models
Evaluating the likelihood function for finite-population, stochastic compartmental models in
volves marginalising out over the set of alls possible configurations of the population amongst 
the compartments. The cost of this summation explodes with the number of compartments and 
the population size. This has prompted the development of a variety of simulation-based inference 
methods: Data Augmentation MCMC (Fintzi et al., 2022; Gibson & Renshaw, 1998; Lekone & 
Finkenstädt, 2006; Nguyen-Van-Yen et al., 2021; O’Neill, 2010; O’Neill & Roberts, 1999), 
Approximate Bayesian Computation (ABC) (McKinley et al., 2009; Toni et al., 2009) and 
Sequential Monte Carlo (SMC) (Andrieu et al., 2010; Dukic et al., 2012; Ionides et al., 2011; 
Ju et al., 2021; Koepke et al., 2016). If one can simulate from the model, then in principle, one 
can apply the ABC and SMC methods. However, in practice there are usually algorithmic param
eters to tune and the computational cost of the simulation usually scales up with both the number 
of compartments and population size, making these techniques very computationally intensive in 
general.

A functional central limit theorem associated with equation (1.1) due to Kurtz (1971) gives rise to 
an SDE known as the Linear Noise Approximation (LNA), see, e.g. Fearnhead et al. (2014) and 
Komorowski et al. (2009). Evaluating the Gaussian transition density of the LNA involves solving 
an ODE for its mean vector and covariance matrix. If combined with a linear-Gaussian observation 
model, the cost of a marginal likelihood evaluation scales with the third power of the number of 
compartments in general. Other varieties of SDE-based approximations to finite-population, sto
chastic compartmental models have been proposed (Allen, 2017), but their transition probabilities 
are usually not available in closed form and generally costly simulation-based methods are relied 
upon to fit these models to data (Cauchemez & Ferguson, 2008; G. O. Roberts & Stramer, 2001).

2.3 Parameter estimation consistency results for compartmental models
The literature on consistency of parameter estimation in the large population limit is focused on 
specific instances of compartmental models for which inferential calculations can be made in 
closed form, such as the continuous-time SIR model in which all infection and removal times 
are observed (Andersson & Britton, 2012, Ch. 9; Becker, 1993), or only the initial and final states 
of the population are observed (Andersson & Britton, 2012, Ch. 10), estimating the Malthusian 
parameter in an SEIR model (Lindenstrand & Svensson, 2013), or R0 in an SIR model (Britton, 
2010). There appears to be a lack of consistency results for likelihood-based estimators for 
more general classes of compartmental models. Many stochastic compartmental models of epi
demics are transient, in the sense that with probability one the entire population eventually 
ends up in one compartment and stays there, such as the R compartment in SIR. For this reason, 
it seems that the asymptotic regime of a finite, fixed population size and increasingly long time 
horizon is not a fruitful regime in which to study consistency of parameter estimators for many 
epidemic models. One non-transient case is the susceptible-infective-susceptible model, see 
Gourieroux and Jasiak (2021) for an analysis in the regime where the time horizon tends to infin
ity - it is worth noting, however, that for any finite population this epidemic will eventually go 
extinct.

3 Models
3.1 Notation
The set of natural numbers, including 0, is denoted by N0. The set of non-negative real numbers is 
denoted by R≥0. For an integer m ≥ 1, [m] := {1, . . . , m}. Matrices and vectors are denoted by bold 
upper-case and bold lower-case letters, respectively, e.g. A and b, with non-bold upper-case and 
lower-case letters are used for their respective elements A(i,j), b(i). All vectors are column vectors 
unless stated otherwise. We use 1m to denote the vector of m 1s and 0m to denote the vector of 
m 0s. The indicator function is denoted by I[ · ]. The element-wise product of matrices and vectors 
are denoted by A ⊙ B and a ⊙ b, respectively, the element-wise division of matrices and vectors are 
denoted by A ⊘ B and a ⊘ b, respectively, the outer product of vectors is denoted by a ⊗ b. The 
logarithm log A, factorial A!, and exponential exp (A) are taken element-wise. For x ∈ Nm

0 , we 
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define η(x) = [x(1)/1⊤
mx · · ·x(m)/1⊤

mx]⊤ if 1⊤
mx > 0, i.e. η(x) normalises x to yield a probability vec

tor; and η(x) = 0m if 1⊤
mx = 0.

For x ∈ Nm
0 and λ ∈ Rm

≥0, we write x ∼ Pois(λ) to denote that the elements of x are independent 
and element x(i) is Poisson distributed with parameter λ(i). We shall say that such a random vector x 
has a ‘vector-Poisson distribution’. For a probability vector π, we write Mult(n, π) for the associ
ated multinomial distribution.

Similarly, for a random matrix X ∈ Nm×l
0 and a matrix Λ ∈ Rm×l

≥0 , we write X ∼ Pois(Λ) when the 
elements of X are independent with X(i,j) being Poisson distributed with parameter Λ(i,j).

We call λ (resp. Λ) the intensity vector (resp. matrix). For a length-m vector b with non-negative 
elements, we call supp(b) := {i ∈ [m] : b(i) > 0} the support of b. By convention, we take a sum over 
an empty set to be equal to 0, i.e. a sum of 0 terms.

3.2 Latent compartmental model
The model we consider is defined by: m, the number of compartments; n the expected initial popu
lation size; P0,n an initial distribution on Nm

0 such that Ex0∼P0,n [1⊤
mx0] = n, e.g. Pois(λ0) for some 

λ0 ∈ Rm
≥0 such that 1⊤

mλ0 = n, or Mult(n, π0) for some length-m probability vector π0; a sequence, 
{αt}t≥1 with αt ∈ Rm

≥0 for all t ≥ 1, of immigration intensity vectors; a sequence, {δt}t≥0 with δt ∈ 
[0, 1]m for all t ≥ 0; and for each t ≥ 0 a mapping from length-m probability vectors to size-m × m 
row-stochastic matrices, η 7! Kt,η.

The population at time t ∈ N0 is a set of a random number nt of random variables {ξ(1)
t , . . . , ξ(nt)

t }, 
each valued in [m]. The counts of individuals in each of the m compartments at time t are collected in 
xt = [x(1)

t · · ·x
(m)
t ]⊤, where x(i)

t =
􏽐nt

j=1 I[ξ(j)
t = i]. The population is initialised as a draw x0 ∼ P0,n. 

The members of the population are exchangeable, labelled by, e.g. a uniformly random assignment 
of indices {ξ(1)

0 , . . . , ξ(n0)
0 } subject to x(j)

0 :=
􏽐n0

i=1 I[ξ(i)
0 = j]. For t ≥ 1, given {ξ(1)

t−1, . . . , ξ(nt−1)
t−1 }, we ob

tain nt and {ξ(1)
t , . . . , ξ(nt)

t } as follows. For i = 1, . . . nt−1, with probability 1 − δ(ξ(i)
t−1)

t the individual 
ξ(i)

t−1 emigrates from [m] to a state 0 ∉ [m] from which it does not return. The counts of remaining 

individuals are collected in the vector x̅t−1, where x̅(j)
t−1 :=

􏽐nt−1
i=1 I[ξ(i)

t−1 = j]I[ϕ(i)
t = 1] and 

ϕ(i)
t ∼ Bernoulli(δ(ξ(i)

t−1)
t ). For each i such that I[ϕ(i)

t = 1] = 1, i.e. a remaining individual, ξ(i)
t is then 

drawn from the ξ(i)
t−1th row of Kt,η(x̅t−1) and the resulting counts of individuals in the compartments 

[m] are denoted by x̃t where x̃(j)
t :=

􏽐nt−1
i=1 I[ϕ(i)

t = 1]I[ξ(i)
t = j], if ̅xt−1 = 0m then x̃t = 0m. Let Zt be the 

m × m matrix with elements Z(i,j)
t :=

􏽐nt−1
k=1 I[ξ(k)

t−1 = i, ξ(k)
t = j], which counts the individuals transi

tioning from compartment i at t − 1 to compartment j at time t. New individuals then immigrate 
into the compartments [m] according to a vector-Poisson distribution x̂t ∼ Pois(αt) and the result
ing combined counts of individuals are xt := x̃t + x̂t with nt := 1⊤

m(x̃t + x̂t). The population 
{ξ(1)

t , . . . , ξ(nt)
t } is then obtained by uniformly random assignment of indices subject to 

x(j)
t :=

􏽐nt
i=1 I[ξ(i)

t = j]. Note that under this model, the processes (xt)t≥0 and (Zt)t≥1 are Markov 
chains, although we shall not need explicit expressions for their transition probabilities.

If the matrix Kt,η were to have no dependence on η, then the latent compartmental model is a 
discrete-state version of the dynamic spatial Poisson-process model underlying the PHD filter 
(Caron et al., 2011; Mahler, 2003; Singh et al., 2009). However, for epidemiological modelling 
it is critical that Kt,η does depend on η; for example in the case of SEIR as we shall now state, it 
is this dependence which models the mechanism of infection amongst the population.

3.2.1 SEIR example
As a very simple example of the latent compartmental model, consider the SEIR model:

St+1 = St − Bt, Et+1 = Et + Bt − Ct, It+1 = It + Ct − Dt, Rt+1 = Rt + Dt.

With conditionally independent, binomially distributed random variables:

Bt ∼ Bin St, 1 − e−hβIt
nt

􏼐 􏼑
, Ct ∼ Bin(Et, 1 − e−hρ), Dt ∼ Bin(It, 1 − e−hγ), 
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where h > 0 is a time-step size. With no immigration or emigration, this model is cast as an instance 
of the model from Section 3.2 by taking m = 4, identifying xt ≡ [St Et It Rt]

⊤ and:

Kt,η =

e−hβη(3)
1 − e−hβη(3)

0 0
0 e−hρ 1 − e−hρ 0
0 0 e−hγ 1 − e−hγ

0 0 0 1

⎡

⎢
⎢
⎣

⎤

⎥
⎥
⎦. (3.1) 

3.3 Observation models

3.3.1 Prevalence data
Epidemiological prevalence data pertain to the overall levels of susceptibility, exposure and infect
ivity in the population. In the context of the latent compartmental model, such data are related to 
the counts of individuals in each compartment at given points in time, i.e. (xt)t≥1. The observation 
at time t ≥ 1 is an m-length vector yt distributed as follows. With a vector qt ∈ [0, 1]m, for each j ∈ 
[m] each individual in compartment j is independently detected with probability q(j)

t , and the 
counts of detected individuals are collected in a vector y̅t, i.e.

y̅(i)
t ∼ Bin(x(i)

t , q(i)
t ), i ∈ [m]. (3.2) 

With Gt a row-stochastic matrix of size m × m, each individual detected in compartment j is inde

pendently reported in compartment k with probability G(j,k)
t . The counts of these reported individ

uals are collected in an m-length vector ỹt. The off-diagonal elements of the matrix Gt can be 
interpreted as the probabilities of mis-reporting between compartments. Then the observation 
yt is given by:

yt = ỹt + ŷt, 

where independently ŷt ∼ Pois(κt) for κt ∈ Rm
≥0, which can be interpreted as additive error counts. 

In epidemiological data, usually only individuals associated with some subset of compartments are 
detected, and only at certain times. If individuals in say compartment i are not observed at time t, 
then for inference we will set y(i)

t = 0 and q(i)
t = 0.

More detailed interpretation of this observation model, in terms of, e.g. epidemiological testing 
of the population, probability of false positives, etc., will be specific to the context in which the 
latent compartmental model is applied. We provide discussion of this point illustrated by example 
in the Online Supplementary Section C.2.

3.3.2 Incidence data
Epidemiological measurements often involve data related to the number of newly infective or re
covered individuals over given time periods—known as incidence data. In order to model such 
data, generalised to allow for transitions between any two compartments, we consider the follow
ing model. The observation at time t ≥ 1 is an m × m matrix Yt. The elements of Yt are condition
ally independent given Zt, and with a matrix Qt ∈ [0, 1]m×m,

Y(i,j)
t ∼ Bin(Z(i,j)

t , Q(i,j)
t ), (i, j) ∈ [m] × [m].

Similarly to the case of prevalence data, if Y(i,j)
t are missing, then for inference we set Y(i,j)

t = 0 and 
Q(i,j)

t = 0. One could extend this model to incorporate mis-reporting and/or additive error counts 
in a similar manner to Section 3.3.1, but for simplicity of presentation we do not do so.

In the context of the SEIR model, for example, the variable Y(2,3)
t models the number of individ

uals which are newly infective at time t, i.e. the count of the number of individuals which have tran
sitioned E→ I from time t − 1 to t, subject to random under-reporting parameterised by Q(i,j)

t .
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3.3.3 Aggregated incidence data
In some situations, it is desirable to model observations as in Section 3.3.2, but with transitions of 
individuals between compartments occurring on a finer time-scale than observations. For ex
ample, consider the SEIR model and suppose each discrete-time step corresponds to one week. 
Then the model in equation (3.1) assigns zero probability to a transition S→ I in one week: in or
der to transition between S→ I, an individual must transit S→ E and then E→ I, but at least two 
discrete-time steps are needed for that to occur with positive probability. Similarly, transitions 
E→ R in one week happen with zero probability. To model incidence data as in Section 3.3.2
but allowing for these sort of multi-step transitions between observation times, we introduce a se
quence of increasing integer observation times (τr)r≥1 ⊂ N0 where τ0 := 0. We then define 
Y̅r :=

􏽐τr
t=τr−1+1 Yt, where (Yt)t≥1 are distributed as per Section 3.3.2. This model coincides with 

the model from that section in the case that τk = k, we present these two models separately in order 
to help present a step-by-step explanation in Section 4 of the corresponding filtering recursions.

In the context of the SEIR model, Y̅
(2,3)
r models the total number of individuals which have be

come infective between times τr−1 and τr, subject to random under-reporting. If τr − τr−1 ≥ 2, this 
allows for two-step transitions of the form S→ E→ I or E→ I→ R to occur with positive prob
ability between observations times.

4 Filtering recursions and PALs
Our next objective is to state and explain the filtering recursions which are used to compute PALs. 
In Section 4.1, we give the filtering recursion and PAL for the latent compartmental model com
bined with the prevalence data model from Section 3.3.1, we refer to this combination as case (I). 
In Section 4.2, we give filtering recursions for a simplified case of the latent compartmental model 
in which n0 = n a.s. for n ∈ N, δt = 1m, and αt = 0m for all t, i.e. no emigration or immigration, 
combined with the incidence data model from Sections 3.3.2 and 3.3.3. We refer to this as case 
(II). We discuss the filtering recursions in case (II) with δt = 1m and αt = 0m only for ease of expos
ition. By expanding on the derivations, we give in the following sections, the reader could obtain 
without great difficulty the filtering recursions for case (II) in the full generality of the latent com
partmental model and in Section 7.4 we consider an example involving immigration, emigration, 
and incidence data as an illustration.

Below we state a collection of lemmas which formalise the derivations of the steps in filtering 
recursions. The proofs, given in the Online Supplementary Section A, rely on moment generating 
functions and some techniques from the theory of Poisson processes (Kingman, 1992).

4.1 Case (I)
In this case, the observations (yt)t≥1 follow the model from Section 3.3.1. The pair of processes 
(xt)t≥0 and (yt)t≥1 constitutes a hidden Markov model: (xt)t≥0 is a Markov chain, and (yt)t≥1 are 
conditionally independent given (xt)t≥0 with the conditional distribution of yt given (xt)t≥0 depend
ing only on xt. Therefore, the filtering distributions p(xt | y1:t) obey a two-step recursion, with steps 
canonically referred to as ‘prediction’ and ‘update’:

p(xt−1 | y1:t−1) −→
prediction

p(xt | y1:t−1) −→
update

p(xt | y1:t), 

where for t ≥ 1,

p(xt | y1:t−1) =
􏽘

xt−1∈Nm
0

p(xt |xt−1)p(xt−1 | y1:t−1), (4.1) 

p(xt | y1:t) =
p(yt |xt)p(xt | y1:t−1)

p(yt | y1:t−1)
,

p(yt | y1:t−1) =
􏽘

xt∈Nm
0

p(yt |xt)p(xt | y1:t−1),
(4.2) 

and here and below, by convention, conditioning on y1:0 is understood to mean no conditioning, 
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p( · | y1:0) := p(·). The marginal likelihood of the observations y1, . . . , yt can be written:

p(y1:t) =
􏽙t

s=1

p(ys | y1:s−1). (4.3) 

The general idea of the PAL is to obtain vector-Poisson distribution approximation to each of the 
terms p(y1) and p(yt | y1:t−1), t ≥ 1, computed via vector-Poisson approximations to each of the fil
tering distributions p(xt | y1:t−1) and p(xt | y1:t).

4.1.1 Approximating the prediction step
For time step t = 0, we take a vector-Poisson approximation Pois(λ0) to the initial distribution P0,n 

by setting λ0 := Ex0∼P0,n [x0] and ̅λ0 := λ0. For t ≥ 1, suppose we have obtained ̅λt−1 and so defined a 
vector-Poisson approximation Pois(λ̅t−1) to p(xt−1 | y1:t−1). In order to derive a vector-Poisson ap
proximation to p(xt | y1:t−1), we need to consider the operation (4.1) in more detail, in accordance 
with the definition of the latent compartmental model. We shall not need an explicit formula for 
the transition probabilities p(xt |xt−1), but rather work with the intermediate quantities ̅xt−1, x̃t, x̂t 

introduced in Section 3.2.
For ̅x ∈ Rm and a length-m probability vector η, let Mt(x̅, η, · ) be the probability mass function 

of (1⊤
mZ)⊤ where the ith row of Z ∈ Nm×m

0 has distribution Mult(x̅(i), K(i,·)
t,η ). Then we have:

p(x̃t | y1:t−1) =
􏽘

x̅t−1∈Nm
0

p(x̅t−1 | y1:t−1)p(x̃t | x̅t−1)

=
􏽘

x̅t−1∈Nm
0

p(x̅t−1 | y1:t−1)Mt(x̅t−1, η(x̅t−1), x̃t),
(4.4) 

where ̅xt−1 is related to xt−1 by ̅x(i)
t−1 ∼ Bin(x(i)

t−1, δ(i)
t ). The summation in equation (4.4) is too expen

sive to compute in general. To define an approximation which circumvents this issue, in equation 
(4.4) we replace p(xt−1 | y1:t−1) by its approximation Pois(λ̅t−1), and replace η(x̅t−1) by η(E[x̅t−1]), 
where this expectation is under x̅t−1 ∼ Pois(λ̅t−1 ⊙ δt). Lemma 1 explains the rationale for making 
the vector-Poisson approximation

p(x̃t | y1:t−1) ≈ Pois (λ̅t−1 ⊙ δt)
⊤Kt,η(λ̅t−1⊙δt)

􏼐 􏼑
.

Lemma 1 Suppose that x ∼ Pois(λ) for λ ∈ Rm
≥0 and x̅(i) ∼ Bin(x(i), δ(i)) for δ ∈ [0, 1]m. 

Then ̅x ∼ Pois(λ ⊙ δ). Furthermore, if μ(·) is the probability mass function asso
ciated with Pois(λ ⊙ δ) and Eμ[ · ] is the expected value under μ, then 
􏽐

x̅∈Nm
0

μ(x̅)Mt(x̅, η(Eμ[x̅]), · ) is the probability mass function associated 

with Pois((λ ⊙ δ)⊤Kt,η(λ⊙δ)).

The proof is given in the Online Supplementary Section A of the supplementary material. As per 
the definition of the Latent Compartmental Model, xt is obtained by summing x̃t with x̂t where 
x̂t ∼ Pois(αt). Since the sum of independent Poisson random variables is also Poisson with intensity 
given by the sum of the intensities, we then take the approximation

p(xt | y1:t−1) ≈ Pois(λt), with λt := (λ̅t−1 ⊙ δt)
⊤Kt,η(λ̅t−1⊙δt) + αt.

4.1.2 Approximating the update step
In order to obtain a vector-Poisson approximation to p(xt | y1:t), we substitute Pois(λt) in place of 
p(xt | y1:t−1) in equation (4.2), which can be viewed as an application of Bayes’ rule, and we shall 
define ̅λt to be the mean vector of the resulting distribution. Lemma 2 can be applied to calculate ̅λt 
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in accordance with this recipe, leading us to:

p(xt | y1:t) ≈ Pois(λ̅t), λ̅t := [1m − qt + ({y⊤
t ⊘ [(qt ⊙ λt)

⊤Gt + κ⊤
t ]}[(1m ⊗ qt) ⊙ G⊤

t ])⊤] ⊙ λt, 

Lemma 2 also tells us how to obtain a vector-Poisson approximation to p(yt | y1:t−1).

Lemma 2 Suppose that x ∼ Pois(λ) for given λ ∈ Rm
≥0 and let ̅y be a vector with condition

ally independent elements distributed y̅(i) ∼ Bin(x(i), q(i)) for given q ∈ [0, 1]m. 
For G a row-stochastic m × m matrix and M an m × m matrix with rows dis
tributed M(i,·) ∼ Mult(y̅(i), G(i,·)), let ỹ :=

􏽐m
i=1 M(i,·) and y := ỹ + ŷ, where ŷ ∼ 

Pois(κ) for a given κ ∈ Rm
≥0. Then:

E x | y
􏼂 􏼃

= [1m − q + ({y⊤ ⊘ [(q ⊙ λ)⊤G + κ⊤]}[(1m ⊗ q) ⊙ G⊤])⊤] ⊙ λ.

and y ∼ Pois([(λ ⊙ q)⊤G]⊤ + κ), i.e.

log p(y) = −[(λt ⊙ q)⊤G + κ⊤]1m + y⊤ log ([(λ ⊙ q)⊤G]⊤ + κ) − 1⊤
m log (y!), 

with the convention 0 log 0 := 0.

The proof is given in the Online Supplementary Section A.

4.1.3 Computing the PAL
Gathering together the approximations discussed above, we arrive at the following algorithm.

If, at line 3 of Algorithm 1, we encounter 0/0 in performing the element-wise division operation, 
we set the vector element in question to 0, which is in accordance with p(xt | y1:t) ≈ Pois(λ̅t). At line 5 
of Algorithm 1, we apply the convention 0 log 0 := 0, in accordance with p(yt | y1:t−1) ≈ Pois(μt).

Mimicking equation (4.3), the log-PAL associated with Algorithm 1 is

log p(y1:t) ≈
􏽘t

s=1

ℓ(ys | y1:s−1). (4.5) 

It is important to note that the term 1⊤
m log (yt!) in ℓ(yt | y1:t−1) calculated in Algorithm 1 has no 

dependence on the ingredients of the model, i.e. Kt,η, κt, etc. and so in practice if one is computing 
the PAL in order to maximise it with respect to parameters of the model, or evaluate PAL ratios for 
different parameter values, the term 1⊤

m log (yt!) never needs to be computed.

4.2 Case (II)
In this case, we consider the latent compartmental model with n0 = n with probability 1, δt = 1m 

and αt = 0m for all t, i.e. no emigration or immigration, and with the observations (Y̅r)r≥1 following 
the model from Section 3.3.3. For ease of exposition, we start with the special case that (τr)r≥1 = N, 
in which case (Y̅r)r≥1 ≡ (Yt)t≥1 and the model from Section 3.3.3 reduces to that from Section 3.3.2.

Algorithm 1 Filtering for case (I)

initialize: λ̅0 ← λ0

1: for t ≥ 1:

2:  λt ← [(λ̅t−1 ⊙ δt)
⊤Kt,η(λ̅t−1⊙δt)]

⊤ + αt

3:  λ̅t ← [1m − qt + ({y⊤
t ⊘ [(qt ⊙ λt)

⊤Gt + κ⊤
t ]}[(1m ⊗ qt) ⊙ G⊤

t ])⊤] ⊙ λt

4:  μt ← [(λt ⊙ qt)
⊤Gt]

⊤ + κt

5:  ℓ(yt | y1:t−1)← −μ⊤
t 1m + y⊤

t log (μt) − 1⊤
m log (yt!)

6: end for
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To derive the filtering recursions, we follow a similar programme to case (I), starting from the 
fact that the pair of processes (Zt)t≥1 and (Yt)t≥1 constitutes a hidden Markov model, and approxi
mating the following prediction and update operations:

p(Zt−1 |Y1:t−1) −→
prediction

p(Zt |Y1:t−1) −→
update

p(Zt |Y1:t).

4.2.1 Approximating the prediction step when (τr)r≥1 = N

For Z ∈ Nm×m
0 and a length-m probability vector η, let M̅t(Z, η, · ) be the probability mass func

tion of a random m × m matrix, say Z̃, such that 1⊤
mZ = (Z̃1m)⊤ with probability 1 and such that 

given the row sums Z̃1m = x, the rows of Z̃ are conditionally independent with the conditional dis
tribution of the ith row being Mult(x(i), K(i,·)

t,η ). By construction M̅t(Zt−1, η(1⊤
mZt−1), Zt) is equal to 

p(Zt |Zt−1) for case (II), hence

p(Zt |Y1:t−1) =
􏽘

Zt−1∈Nm×m
0

p(Zt−1 |Y1:t−1)p(Zt |Zt−1)

=
􏽘

Zt−1∈Nm×m
0

p(Zt−1 |Y1:t−1)Mt(Zt−1, η(1⊤
mZt−1), Zt).

(4.6) 

Assuming we have already computed Λ̅t−1 such that p(Zt−1 |Y1:t−1) ≈ Pois(Λ̅t−1), we substitute this 
approximation into equation (4.6) and replace η(1⊤

mZt−1) by η(E[1⊤
mZt−1]), where this expectation 

is under Zt−1 ∼ Pois(Λ̅t−1). Lemma 3 explains the rationale for then making the approximation:

p(Zt |Y1:t−1) ≈ Pois(Λt), Λt := (λ̅t−1 ⊗ 1m) ⊙ Kt,η(λ̅t−1), λ̅⊤
t−1 := 1⊤

mΛ̅t−1.

Lemma 3 If for a given m × m matrix Λ, ̅μ is the probability mass function associated with 
Pois(Λ) and Eμ̅[1⊤

mZ] is the expected value of 1⊤
mZ, where Z ∼ μ̅, then 

􏽐
Z∈Nm×m

0
μ̅(Z)M̅t(Z, η(Eμ̅[1⊤

mZ]), · ) is the probability mass function associated 

with Pois((λ ⊗ 1m) ⊙ Kt,η(λ)), where λ⊤ := 1⊤
mΛ.

The proof is given in the Online Supplementary Section A.

4.2.2 Approximating the update step when (τr)r≥1 = N

We now apply Bayes’ rule to Pois(Λt) and shall define Λ̅t to be the mean vector of the resulting 
distribution. Lemma 4 shows how to do this, leading to

p(Zt |Y1:t) ≈ Pois(Λ̅t), Λ̅t := Yt + Λt ⊙ (1m ⊗ 1m − Qt), 

Lemma 4 Suppose that Z ∼ Pois(Λ) for some Λ ∈ Rm×m
≥0 , and that for some Q ∈ Rm×m

≥0 , 
given Z, Y is a matrix with conditionally independent entries distributed: 
y(i,j) ∼ Bin(Z(i,j), q(i,j)), then the conditional distribution of Z given Y is that 
of Y + Z∗ where

Z∗ ∼ Pois Λ ⊙ (1m ⊗ 1m − Q)
( 􏼁

, 

i.e.

E[Z |Y] = Y + Λ ⊙ (1m ⊗ 1m − Q), 
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and Y ∼ Pois(Λ ⊙ Q), i.e.

log p(Y) = 1⊤
m(Λ ⊙ Q)1m + 1⊤

m[Y ⊙ log (Λ ⊙ Q)]1m − 1⊤
m log (Y!)1m, 

with the convention 0 log 0 := 0.

The proof is given in the Online Supplementary Section A.

4.2.3 Computing the PAL when (τr)r≥1 = N

Combining the above prediction and update approximations, we arrive at Algorithm 2.

In Algorithm 2, we adopt the same convention 0 log 0 := 0 as in Algorithm 1. The log-PAL as
sociated with Algorithm 2 is

log p(Y1:t) ≈
􏽘t

s=1

L(Ys |Y1:s−1).

We now consider general (τr)r≥1. The filtering recursion is

p(Zτr−1 | Y̅1:r−1) −→
prediction

p(Zτr−1+1 | Y̅1:r−1) −→
prediction

· · ·

−→
prediction

p(Zτr | Y̅1:r−1) −→
update

p(Zτr | Y̅1:r).

(4.7) 

4.2.4 Approximating the prediction and update steps for general (τr)r≥1

Assuming that we are given Λτr−1 such that p(Zτr−1 | Y̅1:r−1) ≈ Pois(Λτr−1 ), each of the prediction 
steps in equation (4.7) is approximated by applying Lemma 3, leading to lines 2–6 of 
Algorithm 3. To approximate the update step, applying Lemma 5 leads to lines 7–10 of 
Algorithm 3.

Lemma 5 For λ0 ∈ Rm
≥0 and τ ∈ N, define:

Λt := (λt−1 ⊗ 1m) ⊙ Kt,η(λt−1), λt := (1⊤
mΛt)

⊤, t = 1, . . . , τ, 

and let (Zt)
τ
t=1 be independent with Zt ∼ Pois(Λt). Suppose that given Zt, Yt 

is a matrix with conditionally independent entries distributed 
Y(i,j)

t ∼ Bin(Z(i,j)
t , Q(i,j)), and let Y̅ :=

􏽐τ
s=1 Ys. Then:

E Zτ | Y̅
􏼂 􏼃

= (1m ⊗ 1m − Qτ) ⊙ Λt + Y̅ ⊙ Λτ ⊙ Qτ ⊘
􏽘τ

t=1

Λt ⊙ Qt

􏼠 􏼡

, 

and Y̅ ∼ Pois(
􏽐τ

t=1 Λt ⊙ Qt), i.e.

log p(Y̅) = 1⊤
mM1m + 1⊤

m(Y̅ ⊙ log M)1m − 1⊤
m log (Y̅!)1m, 

Algorithm 2 Filtering for case (II) when (τr )r≥1 = N

initialize: λ̅0 ← λ0

1: for t ≥ 1:

2:  Λt ← (λ̅t ⊗ 1m) ⊙ Kt,η(λ̅t)

3:  Λ̅t ← Yt + (1m ⊗ 1m − Qt) ⊙ Λt

4:  L(Yt |Y1:t−1)← −1⊤
m(Λt ⊙ Qt)1m + 1⊤

m[Yt ⊙ log (Λt ⊙ Qt)]1m − 1⊤
m log (Yt!)1m

5:  λ̅t ← (1⊤
mΛ̅t)

⊤

6: end for
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where M :=
􏽐τ

t=1 Λt ⊙ Qt and by convention 0 log 0 := 0.

The proof is given in the Online Supplementary Section A.

4.2.5 Computing the PAL for general (τr)r≥1

In Algorithm 3, we adopt the same conventions concerning 0/0 and 0 log 0 := 0 as in Algorithm 1. 
The log PAL associated with Algorithm 3 is

log p(Y̅1:r) ≈
􏽘r

s=1

L(Y̅s | Y̅1:s−1), (4.8) 

where, as per line of 9 of Algorithm 3, each term L(Y̅r | Y̅1:r−1) is the log probability mass function of 
Pois(Mr) evaluated at Y̅r.

5 Consistency of maximum PAL estimators
Whilst the results in Section 4 explain how the steps in Algorithms 1–3 and the associated PALs are 
motivated by recursive vector-Poisson approximations, so far nothing we have stated quantifies 
the quality of these approximations, nor the PALs. In this section, we present consistency results 
for parameter estimators defined by maximising PALs. Online Supplementary Section C.2 con
tains a simulation-based example to empirically illustrate our theoretical results.

5.1 Notation and definitions for the consistency results
We now introduce explicit notation for dependence of various quantities on a parameter vector θ; 
we allow P0,n, Kt,η, qt, Qt, Gt, δt to depend on θ, and reflect this throughout Section 5 with nota
tion Pθ

0,n, Kt,η(θ), qt(θ), Qt(θ), Gt(θ), δt(θ). We allow κt and αt to depend on θ, as well as the ex
pected initial population size n, with notation κt,n(θ) and αt,n(θ). We also need to make explicit 
the dependence on n and θ of the quantities computed in Algorithms 1 and 3; we write these as: 
λt,n(θ), λ̅t,n(θ), μt,n(θ); and Λt,n(θ), Λ̅t,n(θ), Mr,n(θ).

In either case (I) or (II), one can think of the expected initial population size n as a global model 
index. We write (Ωn, Fn, Pθ

n) for a probability space underlying each of these cases with expected 
initial population size n; in the context of case (I), Pθ

n is the joint distribution of (xt)t≥0 and (yt)t≥1 

(as formulated in Section 3), whilst in the context of case (II), Pθ
n is the joint distribution of (Zt)t≥1 

and (Y̅r)r≥1. In either case, the overall probability space we shall work with is 
(Ω, F , Pθ) := (

􏽑
n≥1 Ωn,

􏽎
n≥1 Fn,

􏽎
n≥1 Pθ

n). From henceforth, we denote by θ∗ ∈ Θ an arbitrar
ily chosen but then fixed data-generating parameter (DGP). Almost sure convergence under Pθ∗ is 

denoted by −→
θ∗

a.s.
.

Algorithm 3 Filtering for case (II) with general (τr )r≥1

initialize: λ̅0 ← λ0.

11: for r ≥ 1:

12:  for t = τr−1 + 1, . . . , τr − 1:

13:   Λt ← (λ̅t−1 ⊗ 1m) ⊙ Kt,η λ̅t−1( )

14:   λ̅t ← (1⊤
mΛt)

⊤

15:  end for

16:  Λτr ← (λτr−1 ⊗ 1m) ⊙ Kτr ,η(λτr−1)

17:  Mr ←
􏽐τr

t=τr−1+1 Λt ⊙ Qt

18:  Λ̅τr ← (1m ⊗ 1m − Qτr
) ⊙ Λτr + Y̅r ⊙ Λτr ⊙ Qτr

⊘ Mr

19:  L(Y̅r | Y̅1:r−1)← −1⊤
mMr1m + 1⊤

m(Y̅r ⊙ log Mr)1m − 1⊤
m log (Y̅r!)1m

10:  λ̅τr ← (1⊤
mΛ̅τr )

⊤

11: end for
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We now fix a time horizon T ≥ 1 where for case (I), T is any positive integer, whilst for case (II), 
we assume T = τR for some R ≥ 1. Since this time horizon is fixed, it will not appear explicitly in 
some of the notation for our consistency results. However, in order to state and prove various re
sults, we need to make the dependence on θ and n of the PALs computed using Algorithms 1 and 3
explicit. To do so we define

ℓn(θ) :=
􏽘T

t=1

ℓ(yt | y1:t−1), Ln(θ) :=
􏽘R

r=1

L(Y̅r | Y̅1:r−1), 

where it is to be understood that each of the terms ℓ(yt | y1:t−1) and L(Y̅r | Y̅1:r−1) are computed us
ing, respectively, Algorithms 1 and 3 with parameter value θ and expected initial population size n, 
and where the distribution of the random variables y1:T and Y̅1:R is specified by the DGP θ∗ and the 
expected initial population size n. The fact that ℓn(θ) and Ln(θ) are functions of, respectively, y1:T 

and Y̅1:R is not shown in the notation.

5.2 Assumptions

Assumption 1 The parameter space Θ ⊂ Rd is compact.

Assumption 2 For all probability vectors η, t ≥ 1, and n ≥ 1, Kt,η(θ), qt(θ), Qt(θ), Gt(θ), 
δt(θ), κt,n(θ), and αt,n(θ) are continuous functions of θ, and the supports of 
these vectors and the supports of each matrix row do not depend on θ or n. 
For all θ ∈ Θ and t ≥ 1, supp(δt(θ)) = [m], i.e. δt(θ) has no entries equal to 
0. Furthermore, there exist continuous functions of θ mapping Θ→ Rm

≥0, 
κt,∞(θ) and αt,∞(θ), such that supp(κt,∞(θ)) = supp(κt,n(θ)) and 
supp(αt,∞(θ)) = supp(αt,n(θ)) for all n, and for each θ ∈ Θ there exist 
a1 > 0, a2 > 0, γ1 > 0, and γ2 > 0 such that:

‖n−1κt,n(θ) − κt,∞(θ)‖∞ < a1n− 1
4+γ1( ),

‖n−1αt,n(θ) − αt,∞(θ)‖∞ < a2n− 1
4+γ2( ).

Assumption 3 For all θ ∈ Θ, there exists a constant c > 0 such that for all t ≥ 1, all vectors 
f 1, f 2 ∈ Rm, and all probability vectors η, η′:

|f ⊤
1 Kt,η(θ)f 2 − f ⊤

1 Kt,η′ (θ)f 2| ≤ c‖f 1‖∞‖f 2‖∞‖η − η′‖∞.

Furthermore, if supp(η) ⊆ supp(η′) then supp(Ki,·
t,η(θ)) ⊆ supp(Ki,·

t,η′ (θ)) for 
all i ∈ [m].

Assumption 4 Let θ ∈ Θ, n ∈ N, and x0 ∼ Pθ
0,n. There exists λ0,∞(θ) which is a continuous 

mapping Θ→ Rm
≥0 such that the support of λ0,∞(θ), which is not the empty 

set, does not depend on θ, and there exists γ0 > 0 such that for any f ∈ Rm 

there exists a c0 > 0 such that:

E n−1f ⊤x0 − f ⊤λ0,∞(θ)
􏼌
􏼌
􏼌

􏼌
􏼌
􏼌
4

􏼔 􏼕1
4

<c0n− 1
4+γ0( ).

Furthermore, there exists some c > 0 and γ > 0 such that:

‖n−1λ0,n(θ) − λ0,∞(θ)‖∞ < cn− 1
4+γ( )
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and supp(λ0,n(θ)) = supp(λ0,∞(θ)) for all θ ∈ Θ and n ∈ N.

The compactness of Θ in Assumption 1 and the continuity in θ of various quantities in 
Assumption 2 are fairly standard assumptions in proofs of consistency of maximum likelihood es
timators. The conditions on the supports of various vectors in Assumptions 2–4 are used to rule 
out the possibility that different parameter values may induce mutually singular distributions over 
observations, this helps us ensure well-defined contrast functions in our consistency proofs. 
Assumption 4 asserts that the scaled initial population configuration, n−1x0, obeys a law of large 
numbers.

5.3 Main consistency theorem and outline of the proof
In order to state and explain our main consistency result, Theorem 1, we now summarise some 
intermediate results concerning the asymptotic behaviour of the models and quantities calculated 
using Algorithms 1 and 3. Precise statements and proofs of these intermediate results are in the 
Online Supplementary Section B.

5.3.1 Laws of large numbers
The first step is to establish laws of large numbers for the latent compartmental model, and hence 
for the observations, these results are stated and proved in the Online Supplementary Section B.1. 
In case (I), we show that for certain deterministic vectors νt(θ∗), t ≥ 1,

1
n

xt −→
θ∗

a.s.
νt(θ∗),

1
n

yt −→
θ∗

a.s.
[(νt(θ∗) ⊙ qt(θ

∗))⊤Gt(θ∗)]⊤ + κt,∞(θ∗), (5.1) 

and in case (II), for certain deterministic matrices Nt(θ∗), t ≥ 1,

1
n

Zt −→
θ∗

a.s.
Nt(θ∗),

1
n

Y̅r −→
θ∗

a.s.

􏽘τr

t=τr−1+1

Nt(θ∗) ⊙ Qt(θ
∗). (5.2) 

The vectors νt(θ∗) and matrices Nt(θ∗) satisfy recursive (in time) formulae and the convergence of 
1
n xt and 1n Zt as n→∞ is a discrete-time analogue of the convergence of the continuous time, sto
chastic model to the solution of the ODE in equation (1.1), i.e. a discrete-time counterpart of the 
results of Kurtz (1970).

5.3.2 Filtering intensity limits and asymptotic filtering accuracy
Making use of the laws of large numbers for the observations, the next step is to establish conver
gence to deterministic limits of intensity vectors and matrices computed using, respectively, 
Algorithms 1 and 3 and which thus define the PALs (4.5) and (4.8). This is the subject of the 
Online Supplementary Section B.2. In case (I), we find deterministic vectors λt,∞(θ∗, θ) and 
μt,∞(θ∗, θ), t ≥ 1, θ ∈ Θ, where μt,∞(θ∗, θ) is a function of λt,∞(θ∗, θ), such that:

1
n

λt,n(θ) −→
θ∗

a.s.
λt,∞(θ∗, θ),

1
n

μt,n(θ) −→
θ∗

a.s.
μt,∞(θ∗, θ).

In case (II), we find deterministic matrices Λt,∞(θ∗, θ) and Mr,∞(θ∗, θ), t ≥ 1, r ≥ 1, θ ∈ Θ, where 
Mr,∞(θ∗, θ) is a function of Λt,∞(θ∗, θ) for t = τr−1 + 1, . . . , τr, such that:

1
n
Λt,n(θ) −→

θ∗

a.s.
Λt,∞(θ∗, θ),

1
n

Mr,n(θ) −→
θ∗

a.s.
Mr,∞(θ∗, θ).

A notable fact about the limiting filtering intensities λt,∞(θ∗, θ) and Λt,∞(θ∗, θ) that we uncover (see 
Online Supplementary Remarks 1 and 2 in Section B.2) is that:

λt,∞(θ∗, θ∗) = νt(θ∗), Λt,∞(θ∗, θ∗) = Nt(θ∗), 
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where νt(θ∗) and Nt(θ∗) are as in equations (5.1) and (5.2). In this sense, running Algorithms 1
and 3 with the model specified by the DGP θ← θ∗ is asymptotically accurate as n→∞, in spite 
of the recursive Poisson approximations involved in these procedures.

5.3.3 Contrast functions
We then construct contrast functions associated with the PALs. This is the subject of the Online 
Supplementary Section B.3. The contrast functions turn out to be in the form of 
Kullback-Liebler divergences. In case (I),

1
n
ℓn(θ) −

1
n
ℓn(θ∗) −→

θ∗

a.s.
−
􏽘T

t=1

KL Pois[μt,∞(θ∗, θ∗)] ‖Pois[μt,∞(θ∗, θ)]
􏼐 􏼑

, 

and in case (II),

1
n
Ln(θ) −

1
n
Ln(θ∗) −→

θ∗

a.s.
−
􏽘R

r=1

KL Pois[Mr,∞(θ∗, θ∗)] ‖ Pois[Mr,∞(θ∗, θ)]
( 􏼁

, 

where in each case the convergence is established to be uniform in θ.

5.3.4 Convergence of the maximum PAL estimators
With:

Θ∗(I) := {θ ∈ Θ : μt,∞(θ∗, θ) = μt,∞(θ∗, θ∗) for all t = 1, . . . T},

Θ∗(II) := {θ ∈ Θ : Mr,∞(θ∗, θ) = Mr,∞(θ∗, θ∗) for all r = 1, . . . R}, 

uniform convergence to the contrast functions as well as standard continuity and compactness ar
guments are used to complete the proof of our main consistency result:

Theorem 1 Let Assumptions 1–4 hold and let θ̂n be a maximiser of ℓn(θ) (resp. Ln(θ)). 
Then θ̂n converges to Θ∗(I) (resp. Θ∗(II)) as n→∞, Pθ∗ -almost surely.

The proof is in the Online Supplementary Section B.4. Online Supplementary Section C.2 illus
trates the main results through a simulation study.

5.3.5 Identifiability
We now provide some further insight into the sets Θ∗(I) and Θ∗(II) in order to explain in what sense 
the model is identified under Theorem 1. In the Online Supplementary Section B.5, we show that 
for any θ ∈ Θ,

θ ∈ Θ∗(I)⇐⇒μt,∞(θ, θ) = μt,∞(θ∗, θ∗), ∀t = 1, . . . , T,

θ ∈ Θ∗(II)⇐⇒Mr,∞(θ, θ) = Mr,∞(θ∗, θ∗), ∀r = 1, . . . , R.

The vector μt,∞(θ∗, θ∗) turns out (see Online Supplementary Remark 1) to be equal to the r.h.s. of 

the second Pθ∗ -almost sure limit in equation (5.1). Thus, for case (I), the convergence to Θ∗(I) in 

Theorem 1 tells us that as n→∞, θ̂n approaches the set of θ such that the Pθ-almost sure limit 
of 1n yt is the same as the Pθ∗ -almost sure limit of 1n yt, for all t = 1, . . . , T. Similarly for case (II), 
Mt,∞(θ∗, θ∗) turns out (see Online Supplementary Remark 2) to be equal to the r.h.s. of the second 
limit in equation (5.2), and the convergence to Θ∗(II) in Theorem 1 tells us that as n→∞, θ̂n ap

proaches the set of θ such that the Pθ-almost sure limit of 1
n Y̅r is the same as the Pθ∗ -almost 

sure limit of 1n Y̅r, for all r = 1, . . . , R.
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6 Dealing with over-dispersion
Over-dispersion is an important modelling consideration in many epidemiological contexts and 
may have substantial implications for model fit and predictive uncertainty. The models we have 
considered so far are equi-dispersed in the sense of Bretó and Ionides (2011). For compartmental 
models in general, over-dispersion can be incorporated in either the transition or observation mod
els, or both, see for example (Stocks et al., 2020). In the context of the models from Section 3, a 
natural approach would be to replace the binomial and Poisson-distributed elements of the latent 
compartmental model (Section 3.2) and/or observation models (Sections 3.3.1–3.3.3) with over- 
dispersed counterparts, such as beta-binomial and negative binomial distributions. It appears that 
analytically tractable PAL-style approximations cannot be derived for such models. However, one 
can often construct over-dispersed distributions as compound distributions through introduction 
of latent variables, e.g. placing a beta prior on q(i)

t in equation (3.2) and then integrating out would 
result in a marginally beta-binomial observation model. Similarly priors could be placed on pa
rameters which specify the matrix Kt,η, the immigration and emigration parameters αt, δt, the 
spurious observation intensity κt, and so on. It is through this latent variable perspective that 
we extend the use of the PAL to deal with over-dispersion.

Consider the latent compartmental model from Section 3.2 combined with observation mech
anism from Section 3.3.1 with parameter θ (the observation models from Sections 3.3.2 and 3.3.3
can be handled in a very similar manner). We consider θ to be partitioned into two components: 
θ = [ϑ θ̅1:T], where ϑ consists of parameters which are either fixed or to be estimated, and θ̅1:T ∼ 
f ( · |φ) are to be integrated out, for some density f and hyper-parameter φ. A default approach 
would be for θ̅1:T to be independent under f ( · |φ), but Markovian or other dependence could 
be incorporated.

We assume that the elements of the model are parameterised such that:

αt(θ) = α(ϑ, θ̅t), δt(θ) = δ(ϑ, θ̅t), Kt,η(θ) = Kη(ϑ, θ̅t),

κt(θ) = κ(ϑ, θ̅t), qt(θ) = q(ϑ, θ̅t), Gt(θ) = G(ϑ, θ̅t), 

for some given functions α, δ, etc., which implies that:

p(xt |xt−1, θ) = p(xt |xt−1, ϑ, θ̅t), p(yt |xt, θ) = p(yt |xt, ϑ, θ̅t), 

and in turn that θ̅t is conditionally independent of y1:t−1 given θ̅1:t−1, ϑ and φ.
Let us derive the marginal likelihood for the parameters [ϑ φ] with ̅θ1:T integrated out. Momentarily 

regarding [ϑ φ] as fixed and suppressing it from notation, consider the recursive relationship:

p(y1:t, θ̅1:t) = p(yt, θ̅t | y1:t−1, θ̅1:t−1)p(y1:t−1, θ̅1:t−1)

= p(yt | θ̅t, y1:t−1, θ̅1:t−1)p(θ̅t | y1:t−1, θ̅1:t−1)p(y1:t−1, θ̅1:t−1)

= p(yt | θ̅t, y1:t−1, θ̅1:t−1)f (θ̅t | θ̅1:t−1)p(y1:t−1, θ̅1:t−1), 

where the third equality holds due to the aforementioned conditional independence. Now, re- 
introducing [ϑ φ] to the notation, we have:

p(y1:T | ϑ, φ) = ∫ p(y1:T, θ̅1:T | ϑ, φ)dθ̅1:T

= ∫
􏽙T

t=1

p(yt | y1:t−1, ϑ, θ̅1:t)f (θ̅t | θ̅1:t−1, φ)dθ̅1:T .

We can approximate this using the PAL:

p(y1:T | ϑ, φ) ≈ ∫
􏽙T

t=1

exp ℓ(yt | y1:t−1, ϑ, θ̅1:t)
􏼈 􏼉

f (θ̅t | θ̅1:t−1, φ)dθ̅1:T, (6.1) 
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where ℓ is defined as per Algorithm 1. The right-hand side of equaiton (6.1) can be efficiently numer
ically approximated by embedding PAL computations within sequential Monte Carlo—see Chopin 
and Papaspiliopoulos (2020) for an introduction to this family of Monte Carlo algorithms. Such a 
scheme is given by Algorithm 5 and its subroutine Algorithm 4.

In line 3 of Algorithm 5, we take the convention π( · | θ̅(i)
1:0, λ̅(i)

t−1, y1:1) := π( · | λ̅(i)
0 , y1). Algorithm 5

yields a Monte Carlo approximation to the r.h.s. of equation (6.1), so overall we obtain:

log p(y1:t | ϑ, φ) ≈
􏽘t

s=1

􏽢ℓ(ys | y1:s−1, ϑ, φ).

We stress there are two ingredients to this approximation: the Monte Carlo approximation and the 
PAL approximation. Whilst the main emphasis above regarding θ̅1:t is that they are to be integrated 
out, a benefit of Algorithm 5 is that it also yields the approximation:

p(θ̅t | y1:t, ϑ, φ) ≈
􏽘npart

i=1

w̅(i)
t δθ̅(i)

t
, (6.2) 

which enables inference for θ̅t on the basis of observations y1:t.

In Section 7, we explore ways in which the large population theory from Section 5 is relevant to 
the construction and behaviour of PALSMC algorithms for over-dispersed models: 

• It is well known that the efficiency of sequential Monte Carlo methods can be highly sensitive 
to the choice of the proposal distribution, π in Algorithm 5. If we could choose 

Algorithm 5 PALSMC

input: proposal distribution π( · | · ), number of particles npart, parameter [ϑ φ].

initialize: λ̅(i)
0 ← λ0 for i = 1, . . . , npart

11: for t ≥ 1:

12:  for i = 1, . . . , npart:

13:    θ̅(i)
t ∼ π( · | θ̅(i)

1:t−1, λ̅(i)
t−1, y1:t)

14:   Obtain ℓ(yt | y1:t−1, ϑ, θ̅(i)
1:t) and λ̅(i)

t from Algorithm 4 with input λ̅(i)
t−1 and ϑ, θ̅(i)

t

􏽨 􏽩

15:   log w(i)
t ← ℓ(yt | y1:t−1, ϑ, θ̅(i)

1:t) + log f (θ̅(i)
t | θ̅

(i)
1:t−1, φ) − log π(θ̅(i)

t | θ̅
(i)
1:t−1, λ̅(i)

t−1, y1:t)

16:  end for

17:  􏽢ℓ(yt | y1:t−1, ϑ, φ)← log 1
n part

􏽐npart

i=1 w(i)
t

􏼐 􏼑

18:  w̅(i)
t ← w(i)

t /
􏽐n part

j=1 w(j)
t

19:  resample θ̅(i)
1:t, λ̅(i)

t

􏽮 􏽯n part

i=1 
according to the weights w̅(i)

t

􏽮 􏽯n part

i=1
10: end for

Algorithm 4 PALSMC subroutine

input: λ̅t−1 and [ϑ θ̅t]

1: αt ← αt(ϑ, θ̅t), δt ← δt(ϑ, θ̅t), Kt,η ← Kt,η(ϑ, θ̅t), qt ← qt(ϑ, θ̅t), κt ← κt(ϑ, θ̅t), Gt ← Gt(ϑ, θ̅t)

2: λt ← [(λ̅t−1 ⊙ δt)
⊤Kt,η(λ̅t−1⊙δt)]

⊤ + αt

3: λ̅t ← [1m − qt + ({y⊤
t ⊘ [(qt ⊙ λt)

⊤Gt + κ⊤
t ]}[(1m ⊗ qt) ⊙ G⊤

t ])⊤] ⊙ λt

4: μt ← [(λt ⊙ qt)
⊤Gt]

⊤ + κt

5: ℓ(yt | y1:t−1)← −μ⊤
t 1m + y⊤

t log (μt) − 1⊤
m log (yt!)

return ℓ(yt | y1:t−1) and λ̅t
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π(θ̅t | θ̅
(i)
1:t−1, λ̅(i)

t−1y1:t) to be proportional (as a function of θ̅t) to:

exp ℓ(yt | y1:t−1, ϑ, θ̅(i)
1:t−1, θ̅t)

􏽨 􏽩
f (θ̅t | θ̅

(i)
1:t−1, φ), (6.3) 

then the weight w(i)
t would have no dependence on θ̅(i)

t . Consequently, the variability of the 
weight would be reduced and the overall efficiency of the PALSMC algorithm likely im
proved. This ‘optimal’ choice of π is often not analytically tractable, but inspired by our con
sistency theory we suggest Laplace approximation to it. We demonstrate such proposals in 
simulation-based and real data examples in Sections 7.2–7.4 and find them to be very efficient 
in practice.

• Through a simulation example in Section 7.2, we illustrate that even for our over-dispersed 
models, where one might expect estimation consistency to be ruled out, increasing population 
size can in fact increase the accuracy of point estimates of θ̅t obtained from the r.h.s. of equa
tion (6.2). The explanation for this is that whilst the model may be over-dispersed once ̅θ1:t are 
integrated out, it is equi-dispersed conditional on θ̅1:t.

In the examples in Section 7, we also expand on Algorithm 5 to include sophisticated resampling 
schemes and block particle filtering techniques (Rebeschini & Van Handel, 2015).

7 Discussion and examples
Code and data for all examples are available at: https://github.com/LorenzoRimella/PAL.

7.1 Inference using automatic differentiation and Hamiltonian Monte Carlo for an 
age-structured model of ’flu
In this example, we demonstrate PALs for an age-structured model of a 1957 outbreak of influenza 
in Wales. Computation is performed using the probabilistic programming language Stan 
(Carpenter et al., 2017), taking advantage of automatic differentiation to implement 
Hamiltonian Monte Carlo (HMC). This example also highlights how the general latent compart
mental model can accommodate discrete or discretisable covariates associated with sub- 
populations: in this case, the covariates are indicators of the age group which individuals belong 
to and this is reflected in the compartment structure of the model.

7.1.1 Data and model
The data consist of 19 weeks of incidence data in the form of  general practitioner (GP) symptom 
reports for a town with population size 8, 000 across 4 age groups: 00−04, 05−14, 15−44, and 
45+. The data were analysed by Vynnycky and Edmunds (2008) and are available via the 
Github page associated with Andrade and Duggan (2020). For each age group k = 1, . . . , 4,

Sk,t+1 = Sk,t − Bk,t, Ek,t+1 = Ek,t + Bk,t − Ck,t,

Ik,t+1 = Ik,t + Ck,t − Dk,t, Rk,t+1 = Rk,t − Dk,t, 

with conditionally independent increments: Bk,t ∼ Bin(Sk,t, 1 − e−hβ̅k,t ), Ck,t ∼ Bin(Ek,t, 1 − e−hρ), 
Dk,t ∼ Bin(Ik,t, 1 − e−hγ), where

β̅1,t

..

.

β̅4,t

⎡

⎢
⎢
⎣

⎤

⎥
⎥
⎦ =

β11 · · · β14

..

. . .
. ..

.

β14 · · · β44

⎡

⎢
⎣

⎤

⎥
⎦

􏽼����������􏽻􏽺����������􏽽
=:B

I1,t

..

.

I4,t

⎡

⎢
⎣

⎤

⎥
⎦

1
n
.

B is a symmetric matrix with element βij representing the rate at which two individuals, one from 
the susceptible compartment of the ith age group and the other from the infective compartment of 
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the jth age group come into effective contact. The mean time spent in the exposed compartment 
1/ρ and the mean recovery time 1/γ are taken to be independent of age group and set to be 1.5 
days, following Andrade and Duggan (2020). We assume that the model evolves daily with h = 
1/7 and that observations consist of cumulative weekly transitions from the E to I compartments 
for each age group, that is we have observation times at times τr = 7r for r = 1, . . . , R correspond
ing to the end of each week. In the setting of case (II), we denote observations Y̅k,r =

􏽐τr
s=τr−1+1 Yk,t, 

where each element of each Yk,t is equal to zero except the (2, 3)th element corresponding to tran

sitions from compartment E to I which, conditional on Ck,t, is distributed Y(2,3)
k,t ∼ 

Bin(Ck,t, Q(2,3)
k,t ), where Qk,t ∈ [0, 1]4×4 has elements equal to zero except for the (2, 3)th entry 

which is equal to an age group dependant under-reporting parameter qk ∈ (0, 1) which is to be 
estimated. We give details of how this model is written as an instance of the latent compartmental 
model and the algorithm used to calculate the PAL in the supplementary material.

7.1.2 HMC with automatic differentiation in Stan
We now consider MCMC sampling to approximate the posterior p(θ | Y̅1:R). The probabilistic 
programming language Stan (Carpenter et al., 2017) provides a framework for implementing 
HMC—a type of MCMC algorithm which uses auxiliary ‘momentum’ variables to help explore 
the posterior—in which the user only needs to specify priors and provide a function which eval
uates the likelihood for the model. Stan uses automatic differentiation (AD) to compute gradients 
and update the auxiliary HMC variables without the need for user input. Since the PAL consists of 
recursive compositions of elementary linear algebra operations, it is a natural candidate for AD.

7.1.3 Results
We implemented a Stan program incorporating the PAL, details of which are given in the Online 
Supplementary Section C.4. We stress that here we do not correct for the fact that the PAL is only 
an approximation to the true likelihood, so Stan is targeting an approximation to the true intract
able posterior, although in a separate example in the supplementary material we explore correc
tions using Delayed-Acceptance MCMC methods.

The parameters to be estimated are θ = [β11 · · · β44 q1 · · · q4]⊤, the initial state for each age 
group is assumed known as x1,0 = [948 0 1 0]⊤, x2,0 = [1689 0 1 0]⊤, x3,0 = [3466 0 1 0]⊤, 
x4,0 = [1894 0 1 0]⊤. We used vague gamma priors βij ∼ Gamma(5, 1) for i, j = 1, . . . , 4 and a 
vague truncated normal prior qk ∼ N (0.5, 0.5)≥0,≤1 for k = 1, . . . , 4. The HMC sampler was 
run to produce a chain of length 5 × 105 iterations, a burn-inperiod of size 105 was discarded 
and the remaining was thinned to produce a sample of 2.5 × 104. We report approximate posterior 
distributions and trace plots in the Online Supplementary Section C.4, these show no signs of un
satisfactory mixing. Figure 2 reports the posterior predictive distributions and credible intervals, 
we see good coverage of observed data.

We repeated the analysis using an ODE version of the same age-structured SEIR model, from 
Andrade and Duggan (2020), with a Poisson reporting model: we use as emission distribution a 
Poisson distribution with rate given by the ODE solution scaled by an under-reporting parameter. 
This was implemented in the Stan framework using the code available in Andrade and Duggan 
(2020), we again sampled a chain of length 5 × 105 iterations, discarded a burn-inperiod of size 
105, and thinned the remaining to produce a sample of 2.5 × 104. To calculate the reproduction 
number R0 for stratified models such as this, one must calculate the so-called next generation ma
trix (Van den Driessche & Watmough, 2002) which has elements given by 

niβij

nγ where ni is the popu
lation size of the ith age group. R0 is then given by the largest modulus of the eigenvalues of the 
next generation matrix (Diekmann et al., 1990). Using this definition, we can produce approxi
mate posterior distributions of R0 using each of the PAL and ODE procedures, which we report 
in Figure 1. The approximate posteriors concentrate around 1.42 using the PAL and 1.82 using 
the ODE model. This disparity in estimates can be related to the features of the posterior predictive 
distributions reported in Figures 2 and 3: the distribution of trajectories in Figure 3 appears to 
‘overshoot’ the data in comparison to those in Figure 2, reflecting the higher force of infection im
plied by the ODE procedure in contrast to the PAL procedure. These posterior predictive plots also 
exhibit the inherent inflexibility of the ODE model: since the latent process is deterministic, 
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Figure 1. Age-structured ’flu example. Approximate posterior distributions for R0 under the PAL and ODE 
procedures.

Figure 2. Age-structured ’flu example. Posterior predictive distributions obtained from inference under the 
stochastic model using the PAL within Stan.

Figure 3. Age-structured ’flu example. Posterior predictive distributions obtained from inference under the ODE 
model using Stan.
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random variations in the data away from the ODE trajectory must be explained as observation 
error. As is apparent in the 45+ age group, this rigidity in modelling results in overconfidence 
and a poor fit compared to that of the stochastic model combined with the PAL procedure.

7.2 Pedagogical over-dispersed SEIR example
To demonstrate inference for an over-dispersed model using PALSMC, we consider a simple SEIR 
model for which the latent population xt ≡ [St Et It Rt]

⊤ evolves according to transition matrix 
(3.1), with immigration and emigration parameters, αt and δt, combined with the observation 
model yt ∼ Binom(It, qt). We assume αt and δt are known. We can cast this model in the form dis
cussed in Section 6 by identifying ϑ = [β ρ γ], θ̅1:T = q1:T, and choosing f ( · |φ) to make q1:T i.i.d. 
according to a truncated normal distribution qt ∼ N (μq, σ2

q)≥0,≤1, with φ = [μq σ2
q], μq ∈ [0, 1], 

and σ2
q > 0. We give the details of a PALSMC scheme for this model in the Online 

Supplementary Section C.1, including the design efficient, data-informed proposals by Laplace ap
proximation to equation (6.3), inspired by the theory from Section 5.

7.2.1 Filtering and parameter estimation simulation study
To assess the ability of the PALSMC scheme to recover ground truth quantities, we simulated data 
from the model with [β ρ γ μq σ2

q] = [0.8 0.1 0.2 0.5 0.1], π0 = [0.99 0 0.01 0]⊤, αt = 0.05π0, 

and δt = [0.95 0.95 0.95 0.95]⊤. The first two rows of Figure 4 explore the performance of 
PALSMC with increasing population size n and using the data-generating values of [ϑ φ]. This col
lection of plots was created by first sampling a single draw of latent variables q1:100 ∼ f ( · |φ), then 
for each value of n = 103, 104, 105, generating data y1:100 from the model conditional on q1:100, 
and running the PALSMC algorithm. We see that the ESS is high across all values of population 
size n, indicating a good approximation to the r.h.s. of equation (6.1); this reflects the careful 
choice of proposal distribution. As in equation (6.2), for each t ≥ 1, the PALSMC algorithm yields 
a Monte Carlo approximation p(qt | y1:t) ≈

􏽐npart

i=1 w̅(i)
t δq(i)

t
. The first row of plots in Figure 4 dem

onstrates that these PALSMC filtering approximations concentrate on the true q1:t as the popula
tion size n grows. This is in keeping with the theory of Section 5, which tells us that 
argmaxq1:t ,ϑℓ(y1:t |q1:t, ϑ) converges to the data generating [q1:t ϑ] in the large population limit 
n→∞.

We also explored the ability of the procedure to recover the data generating hyper-parameters 
φ = [μq σ2

q]; in the bottom plots of Figure 4. Here, each boxplot summarises 100 estimates, each 
estimate was obtained as follows: (1) simulate q1:450 ∼ f ( · |φ) and data y1:450 from the model with 
population size n = 104, (2) construct a two-dimensional grid of candidate values for estimation of 
[μq σ2

q], (3) run PALSMC with input y1:450 for each grid point, with npart = 104 particles and ϑ set 
to the DGP, (4) at time steps t = 50, 100, 150, . . . report as an estimate of [μq σ2

q] the value on the 
grid for which the largest value of 􏽢ℓ(y1:t | μq, σ2

q, ϑ) was obtained across the PALSMC runs. We see 
from these boxplots that, for increasing time horizon T, the maximum PALSMC estimators ob
tained across 100 simulations converge towards the data generating φ with little bias.

Overall, these simulation results illustrate that, even in an over-dispersed setting, a large popu
lation can be useful in estimating ̅θ1:t, whilst a large time horizon can be useful in recovering hyper- 
parameters φ.

7.3 Comparison of over-dispersion mechanisms in a model of rotavirus
In this section, we explore a model selection task in which an equi-dispersed model is nested within 
a larger class of models including over-dispersion, using the approach of Section 6. The rotavirus 
data and model we consider are inspired by Stocks et al. (2020), who assessed the fit of a family of 
continuous time, stochastic models with varying degrees of over-dispersion using the Akaike in
formation criterion (AIC).

7.3.1 Models
The data considered consist of weekly incidence counts of rotavirus infections in Germany for 
three age groups over the eight-year-period 2001–2008. We consider a discrete-time version of 
the model of Stocks et al. (2020) which compartmentalises a population of n = 82, 372, 825 
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into an age stratified SIR model {Sk,t, Ik,t, Rk,t}
3
k=1 comprising 3 age groups: 0–4, 5–59, and 60–99. 

Given the number of susceptibles in age group k at time t after immigration, which we denote by 
S̅k,t, and the number of infected individuals in each age group It = [It,1 It,2 It,3]⊤, for t ≥ 1 the 
number of new infected individuals in each age group k = 1, 2, 3 at time step t is conditionally 
distributed:

Bk,t ∼ Binom S̅k,t, 1 − exp −
β⊤

k It

n
χt

􏼚 􏼛􏼒 􏼓

, (7.1) 

where βk = [βk βk βk]⊤ with βk > 0 denotes the force of infection experienced by age group k, and 
χt = (1 + ρ cos (2πt/w + ϕ)) denotes a deterministic seasonality component with amplitude 
ρ ∈ [0, 1], phase ϕ ∈ [0, 2π], and period length w > 0, which we set to correspond to 1 year. 
Other details of the latent compartmental model are given in the Online Supplementary Section 
C.5. We assume an aggregated transmission model, with weekly observations coming at times τr = 
4r for r = 1, . . . , R. For each age group, observations are conditionally distributed 
Yk,r ∼ Binom(

􏽐τr
t=τr−1

Bk,t, qk,r).
We consider three variants of this model: 

Figure 4. Pedagogical over-dispersed SEIR example. Top two rows: filtering distribution approximations and 
effective sample size (ESS) obtained from PALSMC with npart = 104 particles and increasing model population size 
n. Bottom row: maximum PALSMC estimation of hyper-parameters φ = [μq σ2

q ] over increasing time horizons. Each 
boxplot summarises 100 hyper-parameter estimates.
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EqEq: a fully equi-dispersed model, in which qk,r = μq ∈ [0, 1], and μq is assumed to be known as 
in Stocks et al. (2020);

EqOv: an equi-dispersed latent compartmental model and an over-dispersed observation model, 
the same as EqEq except that qk,r

iid∼ N (μq, σ2
q)≥0,≤1, where σ2

q > 0 is to be estimated;
OvOv: over-dispersion in both the latent and observation models, the same as EqOv except that 

we augment χt in equation (7.1) to χtξr, where for r ≥ 1, ξr
iid∼ Gamma(σξ, σξ) are multiplicative 

disturbances with mean 1 and σξ > 0 is to be estimated.

7.3.2 Inference
The parameters we estimate in each instance of the model are given by: EqEq: θ = [β1 β2 β3 ϕ ρ]; 
EqOv: ϑ = [β1 β2 β3 ϕ ρ] with {θ̅r}r≥1 = {qr}r≥1 and φ = σq; OvOv: ϑ = [β1 β2 β3 ϕ ρ] with 
{θ̅r}r≥1 = {[qr ξr]}r≥1 and φ = [σq σξ]. The PALSMC algorithm for this model is given in the 
Online Supplementary Section C.5. For parameter estimation, the approximate likelihoods of 
each of the models EqEq, EqOv, OvOv, obtained from PALSMC were maximised using a finite- 
difference coordinate ascent algorithm; we ran the optimisation 100 times, initialised randomly 
over a range of feasible values. Plots evidencing convergence are in the Online Supplementary 
Section C.5. The algorithm was implemented using R and Rcpp on a node of the University of 
Bristol’s BluePebble cluster, although we did exploit parallelisation.

We note that a PAL, e.g. the exponential of the r.h.s. of equation (4.5), is a valid likelihood func
tion associated with a product of vector-Poisson distributions whose intensity parameters are de
fined through the corresponding filtering algorithm, e.g. Algorithm 1. Similarly, the output from 
PALSMC, e.g. equation (6.2) from Algorithm 5, is a Monte Carlo approximation to a valid like
lihood for a mixture of products of vector-Poisson distributions. This validity justifies the use of 
AIC for model comparison but with the log-PAL, or the log-output from PALSMC, substituted in 
place of the usual log-likelihood.

As a benchmark comparison, we fitted an ARMA(2,0,1) model to the log-transformed data, 
which gives an AIC of 23043 (details are given in the Online Supplementary Section C.5). 
Table 1 gives the AIC values for each of our models, along with the best AIC value reported by 
Stocks et al. (2020), which was for a model with over-dispersion in the transition model in the 
form of multiplicative gamma distributed noise, and over-dispersion in the observation model 
through negative-binomial reporting. This model of Stocks et al. (2020) is therefore qualitatively 
most similar to our model OvOv. The average computation times were calculated over 100 runs of 
the coordinate ascent procedure. We find that, whilst we can fit EqEq with high computational 
efficiency, our two over-dispersed models achieve a substantially better AIC score, indicating a 
much better fit with increasing over-dispersion. Both EqOv and OvOv outperform (Stocks 
et al., 2020) AIC and computation time, although of course the latter is implementation- 
dependent. Figure 5 demonstrates the increase in goodness of fit that an over-dispersed model pro
vides for the rotavirus data, we see that prediction intervals for OvOv drastically outperform those 
for EqEq in terms of coverage.

The estimated values of β1 and β2 we find for all three models EqEq, EqOv, and OvOv (Table 2) 
are quite similar to those reported by Stocks et al. (2020), but we find a slightly lower value of β3. 
For EqOv and OvOv, we find a similar seasonal amplitude ρ but slightly larger phase ϕ than 
(Stocks et al., 2020). The seasonal R0 ranges for each model are: EqEq (0.98, 1.027), EqOv 

Table 1. Rotavirus example

Model AIC Ave. comp. time

EqEq 98866.65 30 s

EqOv 15154.75 2 hr

OvOv 13778.08 3 hr

Stocks et al. (2020) 20134.38 11 hr

Note. Model assessment and computation time.

J R Stat Soc Series B: Statistical Methodology, 2023, Vol. 85, No. 4                                                   1195
D

ow
nloaded from

 https://academ
ic.oup.com

/jrsssb/article/85/4/1173/7218445 by Lancaster U
niversity user on 14 N

ovem
ber 2023

http://academic.oup.com/JRSSSB/article-lookup/doi/10.1093/jrsssb/qkad065#supplementary-data
http://academic.oup.com/JRSSSB/article-lookup/doi/10.1093/jrsssb/qkad065#supplementary-data
http://academic.oup.com/JRSSSB/article-lookup/doi/10.1093/jrsssb/qkad065#supplementary-data
http://academic.oup.com/JRSSSB/article-lookup/doi/10.1093/jrsssb/qkad065#supplementary-data


(0.83, 1.22), and OvOv (0.82, 1.14) compared to (0.855, 1.152) obtained by Stocks et al. (2020). 
The better fit of EqOv and OvOv compared to Stocks et al. (2020) may thus be attributed to some 
combination of quite subtle differences in estimates of parameters related to disease transmission, 
together with the difference between the negative-binomial observation model in Stocks et al. 
(2020) and the way EqOv and OvOv treat the qk,r as latent variables.

7.4 Evaluating the role of unit-specific parameters in a meta-population model of 
measles
In this section, we illustrate how the PAL framework can be used to calibrate a more complex, 
larger-scale model, and compare the fit of sub-models with different levels of unit-specific 
parameters.

7.4.1 Model
We consider a discrete-time version of a measles model originally presented by Xia et al. (2004), 
subsequently extended into a spatio-temporal framework by He et al. (2010) and recently ex
plored by Park and Ionides (2020) using guided intermediate resampling filter (GIRF) techniques.

Figure 5. Rotavirus example. Prediction intervals for age group 0−4 corresponding to 1000 realisations of OvOv (top 
panel) and EqEq (bottom panel), using maximum PALSMC parameter estimates.

Table 2. Rotavirus example

Parameter EqEq EqOv OvOv

β1 12.15 12.74 11.48

β2 0.22 0.21 0.25

β3 0.34 0.31 0.35

ϕ 0.017 0.14 0.14

ρ 0.022 0.19 0.16

σ2
q n/a 0.042 0.021

σξ n/a n/a 66.89

Note. Parameter estimates.
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The model describes the evolution of recurrent pre-vaccination measles epidemics in J = 40 cit
ies across the UK over the 16-year-period 1949–1964. The model has susceptible (S), exposed (E), 
infective (I), and removed (R) compartments for each of the J = 40 cities. For each city 
k = 1, . . . , J, the initial state of the epidemic is given by [Sk,0 Ek,0 Ik,0 Rk,0]⊤ ∼ Mult(nk,0, πk,0), 
where the probability vector πk,0 is a possibly city-specific initial distribution parameter, and 
nk,t for t ≥ 0 denotes time varying population size. For each city k = 1, . . . , J, the population 
evolves twice per week with the following dynamic:

Sk,t+1 = Sk,t − Bk,t − F(S)
k,t + Ak,t, Ek,t+1 = Ek,t + Bk,t − Ck,t − F(E)

k,t ,

Ik,t+1 = Ik,t + Ck,t − Dk,t − F(I)
k,t, Rk,t+1 = Rk,t + Dk,t − F(R)

k,t , 

where F(·)
t,k and Ak,t model emigration (deaths) and immigration (births), respectively; and Ck,t and 

Dk,t are binomially distributed (details in the Online Supplementary Material). The term Bk,t rep
resents the number of new infections in the kth city and is distributed

Bk,t ∼ Bin Sk,t − F(S)
k,t, 1 − e−hbk,r

􏼐 􏼑
, 

where

bk,r = βk,rξk,r ·
Ik,τr

nk,τr

􏼒 􏼓

+
􏽘

l≠k

vk,l

nk,τr

Il,τr

nl,τr

􏼒 􏼓

−
Ik,τr

nk,τr

􏼒 􏼓􏼚 􏼛􏼢 􏼣

, (7.2) 

for r ≥ 1, t = τr, . . . , τr+1 − 1. Here, βk,r denotes a possibly city-specific seasonal transmission co

efficient and ξk,r
iid∼ Gamma(σξ, σξ), for σξ > 0, is mean-1 multiplicative noise which achieves over- 

dispersion in the marginal distribution of Bk,t.
The summation term in equation (7.2) encodes the inter-city interaction under a ‘gravity mod

el’—see Truscott and Ferguson (2012) for background on these kind of models in epidemiology. 
The strength of the interaction vk,l is computed as

vk,l = g
s̅
n̅

nk,0nl,0

sk,l
, 

where g is called the ‘gravitational’ constant parameter, ̅n is the average of the initial populations, ̅s 
is the average inter-city distance and sk,l denotes the distance between cities k and l. The interpret
ation of the gravity model is thus that the strength of the interaction between two cities is directly 
proportional to their populations and inversely proportional to their distance.

The observations are aggregated incidence data in the form of cumulative fortnightly transitions 
from infective to recovered for each of the 40 cities, at times τr = 4r for r = 1, . . . , R. Our obser
vation model, which allows for over-dispersion, is described in the Online Supplementary Section 
C.6, along with the distributions of Ck,t, Dk,t, F

(·)
k,t, and Ak,t, and an explanation of how we write 

the model as an instance of the latent compartmental model with h = 3.5 days, corresponding to 
bi-weekly transitions.

We consider three variants of this model all with over-dispersion in both the dynamics and ob
servation mechanisms, but with increasing levels of city-specific parameters: 

A: the initial distribution vectors πk,0 and force of infection parameters βk,r are shared across cit
ies, i.e. constant in k;

B: πk,0 is city-specific and βk,r is shared across cities;
C: πk,0 and βk,r are city-specific.

Here, we are inspired by an investigation conducted by Ionides et al. (2022), where sub-models 
with increasing numbers of city-specific parameters were fitted to a data set on a smaller spatial 
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scale, comprising 20 cities compared to the 40 we consider. Ionides et al. (2022) suggested that 
approximation techniques may be needed to analyse larger data sets, our application of the 
PAL framework is a step in that direction. However, we note that the 20-city data set analysed 
by Ionides et al. (2022) is not a subset of the 40-city data set we consider here, so direct compar
isons of model fit may not be made. Never-the-less we shall compare our results to those obtained 
by Park and Ionides (2020) for a model in which parameters are shared across cities, fitted to the 
same 40-city data set we consider.

7.4.2 Inference
In the Online Supplementary Section C.6, we give the details of a PALSMC algorithm in which the 
PAL is embedded within a block particle filter (Ionides et al., 2022; Rebeschini & Van Handel, 
2015), to numerically approximate the log-likelihood. We used data-informed proposals and 
lookahead resampling to improve efficiency. For each of the models A,B,C, the approximate 
log-likelihood obtained from this PALSMC algorithm with 5,000 particles was maximised with 
respect to the model parameters through sequential least squares programming. The procedures 
were implemented using Python and TensorFlow on a 32gb Tesla V100 GPU available on the 
high-end computing facility from Lancaster University.

Table 3 details PALSMC approximate log-likelihood and AIC values for each of the models A, 
B, C, along with an approximate log-likelihood reported by Park and Ionides (2020) for compari
son. The GIRF used by Park and Ionides (2020) consists of a simulator for a continuous in time 
latent process combined with a particle filter which uses guide functions for intermediate propa
gation and resampling, parameters of the model are estimated via an iterated filtering scheme. 
Together with Monte Carlo adjusted profile methodology (Ionides et al., 2017), they are able to 
generate profile likelihood estimates for confidence interval estimation. Frequentist uncertainty 
interval calculation is out of the scope of the current work and would require results on the asymp
totic distribution of the maximum PAL estimator, see Section 7.5 for a discussion.

Our model A is similar to that of Park and Ionides (2020) in the sense that both these models 
have parameters shared across cities, but we find model A performs better in terms of 
log-likelihood and AIC. As we move to from model A to models B and C, by making more param
eters city-specific, we see an improvement in log-likelihood and AIC. We also note that the com
putation time for fitting model A is orders of magnitude smaller than that of Park and Ionides 
(2020). The computation time is of course implementation-dependent, but we note that we 
have not devised a bespoke optimisation algorithm to maximise the PALSMC approximation, 
but rather applied a standard ‘black-box’ optimiser. As prompted by an anonymous reviewer, 
we fitted an ARMA(2,0,1) model to the log-transformed data for a benchmark comparison; 
this gave a log-likelihood of −69,168 (details are given in the Online Supplementary Section C.6).

Estimates of the city-specific parameters βk,r in model C can be used to estimate city-specific R0 

values, calculated as in Ionides et al. (2022). We find that across the 40 cities, these estimated R0 

values lie in the range 5.63−−16.65. The fitted mean latent and infective periods for model C were 
8.49 and 9.53, respectively; these values are in line with previous inferences on the behaviour of 

Table 3. Measles example

Model No. parameters Log-likelihood (sd) AIC Comp. time

A 11 −63,579(62) 127,180 45 min

B 128 −61,257(28) 122,770 10 hr

C 167 −61,169(34) 122,672 24 hr

Park and Ionides (2020) 12 −70,000a 140,024a 30 hrb

Note. Mean log-likelihood values for models A, B, and C, with Monte Carlo standard deviation (sd) over 100 runs of 
PALSMC with 5,000 particles. ‘No. parameters’ is the number of parameters estimated by maximising the log-likelihood 
for each model. 
aApproximate values read from Figure 3 in Park and Ionides (2020). 
bWe note that the 30 hr reported by Park and Ionides (2020) includes confidence interval calculation via Monte Carlo 
adjusted profile methodology.
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measles epidemics (Delamater et al., 2019; Guerra et al., 2017). Full details of our numerical re
sults are in the Online Supplementary Section C.6.

Figure 6 shows projected case numbers for the four fortnights following the end of the data re
cord, obtained using model C with parameters fixed to the estimated values, full details are in the 
Online Supplementary Section C.6. We see a general increase in forecast uncertainty as the time 
horizon increases, this reflecting the over-dispersed nature of model C. We also see that the fore
casts generally exhibit higher certainty for cities with a larger population, as might be expected if a 
larger sub-population size allows latent variables and parameters which are specific to that sub- 
population to be estimated more accurately.

7.5 Opportunities for further research
In the examples from Sections 7.3 and 7.4, we have not devised special optimisation techniques to 
estimate parameters, but rather just plugged PALSMC likelihood function evaluations into ‘black- 
box’ optimisers. There may be opportunities here to even further increase computational 

Figure 6. Measles example. Projected case numbers for the four fortnights (ordered top-left, top-right, bottom-left, 
bottom-right) following the end of the data record. For each town/city, the diameter of the outer-most concentric ring 
represents log-population size. The shade of the outer concentric ring corresponds to the lower 5% quantile of the 
simulated case numbers, the shade of the middle concentric ring to the mean, and the inner concentric ring to the 
upper 95% quantile.
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efficiency, for example by embedding PALSMC within an iterated filtering scheme (Ionides et al., 
2011).

Recently (Ju et al., 2021) devised sophisticated SMC algorithms to fit agent-based models in 
which individuals in the population each carry covariates influencing, for example, the probabil
ities that they come into contact, and hence the probabilities of disease spreading from one indi
vidual to the next. When these covariates are discrete and take only finitely many distinct values, or 
can be discretised into that form, for example the sub-division of the population into age groups as 
in the age-structured example from Section 7.3, they can be handled in the latent compartmental 
modelling framework by introducing extra compartments and specifying an appropriate observa
tion model. However, covariates taking infinitely many distinct values cannot be handled this way, 
or necessitate further approximations. Rimella et al. (2023) have suggested methods related to 
PALs to construct efficient proposal distributions for SMC in individual-based models. Further re
search may expand the applicability of PAL-like approximations in this direction.
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