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ARTICLE INFO ABSTRACT

Keywords: Environmental processes often exhibit complex, non-linear patterns and discontinuities across
Hybrid models space and time, posing significant challenges for traditional geostatistical modeling approaches.
INL/; To overcome this weakness a hybrid modeling strategy can be proposed. This hybrid strategy com-
Sngom Forest bines the interpretability and principled uncertainty quantification of statistical models with the

predictive flexibility of machine learning methods. Specifically, two novel algorithms, collectively
named INLA-RF, iteratively couple a Bayesian spatio-temporal model—fitted via the INLA-SPDE
approach—with Random Forest. The framework enables uncertainty propagation across modeling
stages, an aspect often overlooked in existing hybrid approaches. Additionally, an effective stop-
ping criterion based on Kullback-Leibler divergence is introduced. Predictive performance and
uncertainty quantification of the INLA-RF algorithms are evaluated using two simulation studies
and a real air pollution application. Overall, the results indicate that INLA-RF can improve spatio-
temporal predictive accuracy while retaining interpretability and providing coherent uncertainty
estimates.

Latent Gaussian models
Uncertainty propagation

1. Introduction

Environmental phenomena are complex. They are usually observed at multiple time points and across various spatial locations,
interacting with natural, physical and anthropogenic factors. When analyzing environmental data, the main goal is to understand hid-
den spatio-temporal patterns and to assess the relationship between the predictors and the response variable. Additionally, predictive
models enable prediction at new spatial locations or future time points.

Statistical models, such as Gaussian process regression (Cressie and Wikle, 2011; Krainski et al., 2018; Wikle et al., 2019), are
well-established tools widely applied in several environmental contexts, including air pollution prediction, ecological modeling and
climate forecasting. These models rely on the likelihood function for inference, ensuring a proper quantification of uncertainty. In
particular, within a Bayesian framework, the well-established INLA-SPDE approach! (Rue et al., 2009; Lindgren et al., 2011) provides
a powerful framework based on parametric Latent Gaussian Models (LGM), enabling efficient and scalable inference while capturing
spatio-temporal dependencies.

While statistical models are inherently interpretable, they may lack the flexibility needed to capture the complex, non-linear pat-
terns and discontinuities that usually characterize environmental phenomena (Pichler and Hartig, 2023; Wikle and Zammit-Mangion,
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\begin {equation}\label {Eq:agrimonia_1} \mathbf y \sim \text {MVN}(\boldsymbol \mu , \tau _\ell ^{-1}\mathbf I),\end {equation}
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2023; Agbehadji and Obagbuwa, 2024). In contrast, Machine Learning (ML) and Deep Learning (DL) models are particularly well-
suited for modeling non-linear patterns and managing high-dimensional data. A key advantage of these methods is that they do
not require to specify a functional form for the features-output relationship, as they learn directly from the data. However, they
typically offer limited interpretability and lack native mechanisms for uncertainty quantification. Moreover, they typically capture
spatio-temporal dependence only implicitly through covariates, rather than through an explicit spatio-temporal covariance function.

Hybrid models, which integrate statistical models with ML/DL methods, have recently emerged as a powerful approach (Wikle
and Zammit-Mangion, 2023). These models combine the strengths of both paradigms: statistical methods offer interpretability and
uncertainty quantification, while the flexibility of ML/DL methods can help in capturing complex non-linear relationships and high-
dimensional dependencies. This synergy makes hybrid models particularly well-suited for modeling complex environmental data,
enhancing both the predictive capacity and the ability to uncover complex spatio-temporal patterns.

Existing hybrid approaches combining statistical and ML/DL models can be broadly grouped into three families. First, residual
learning (or two-stage modeling) fits two models sequentially, with the second model trained on the residuals from the first to capture
remaining structure; depending on the modeling objective, either the statistical model or the ML/DL model may be used in the first
stage (e.g., Fox et al., 2020; de Mattos Neto et al., 2022; Niraula et al., 2022; Johnson et al., 2024; Kakouri et al., 2025; MacBride et al.,
2025; Hu et al., 2026). Second, ensembles combine separate predictions from statistical and ML/DL models into a single output (e.g.,
Di et al., 2019; Gheyas and Smith, 2011). Third, hierarchical integrations embed both components within one probabilistic model; for
instance, BAYESNF (Saad et al., 2024) couples a neural network with hierarchical Bayesian inference by placing prior distributions
on the network parameters.

The aim of this paper is to improve the predictive accuracy of spatio-temporal statistical models fitted via the INLA-SPDE ap-
proach, while preserving interpretability and uncertainty quantification. To this end, we propose two novel algorithms, collectively
denoted as INLA-RF, which couple a parametric spatio-temporal LGM with a well-established ML algorithm as Random Forest (RF,
Breiman, 2001). Both INLA-RF algorithms follow an iterative two-stage scheme: the INLA-SPDE based model captures spatio-temporal
dependence, whereas RF learns remaining structure in the residuals and enhances predictive flexibility. Beyond the residual-learning
backbone, we introduce explicit propagation of RF predictive uncertainty into the INLA-SPDE stage and propose two complementary
feedback mechanisms: an offset-based mean correction (INLA-RF1) and a targeted node-level correction of the LGM latent field, fo-
cusing on stress points selected considering where the INLA-SPDE fit is most uncertain or least accurate (INLA-RF2). In this regard,
INLA-RF1 enhances predictive accuracy and uncertainty quantification when complex dependencies arise among explanatory vari-
ables. In contrast, INLA-RF2 refines the model structure via an extended RF-driven latent field, effectively capturing abrupt changes
that the smooth components of a standard LGM may fail to accommodate.

For both INLA-RF algorithms we use the Kullback-Leibler divergence (KLD) as a stopping criterion. This means that the number of
iterations of the iterative two-stage scheme is not a tuning parameter but is instead determined by an empirical measure of how much
the posterior distribution changes between iterations. This approach can improve computational efficiency, by avoiding unnecessary
iterations, and reduce the risk of overfitting.

We evaluate the predictive performance of the INLA-RF algorithms through two simulation studies and a real case study, using
as benchmark non-hybrid models (i.e., an LGM fitted with INLA-SPDE and a standard RF). The results suggest that the INLA-RF
algorithms can improve predictive performance, especially in the presence of temporal discontinuities or non-linear relationships
between covariates and the response.

The paper is structured as follows. In Section 2.1 we introduce the spatio-temporal framework we work in. Section 2.2 provides the
essential background and notation for INLA-SPDE and RF, limited to the elements required to follow our proposal; additional details
are deferred to Appendix A for the readers who are not familiar with these methods. Section 2.3 presents the core contribution of the
paper, namely the two novel INLA-RF algorithms (INLA-RF1 and INLA-RF2), together with their pseudo-code and implementation
details. The empirical evaluation includes two simulation studies and a real case study with air pollution data, discussed in Section 3
and 4, respectively. Section 5 concludes the paper with a discussion and final remarks. Supplementary material is provided in the
appendices: Appendix B presents the predictive performance metrics and the KLD-based stopping criterion, Appendix C reports details
about the simulation case studies, while Appendix D contains supplementary results regarding the real case study.

2. Methodology
2.1. Spatio-temporal modeling framework

We denote by y(s;, ) the response variable at the i location (with coordinates s; € R%, i=1,...,n) and timereN (¢ =1,...,T).
Considering all the locations and time points, we obtain the following response vector

Y= (01 Do W80 Do (51, T, o, 95,0 1))

where T is the transpose operator. Moreover, z(s;,!) = (zl(s,-,t), s Z P(s,-,t))T represents the location-time specific P-dimensional
covariate vector.

We assume that the data are a function of the so-called large-scale component (LS), driven by covariates, and a random effects
(RE) term that captures residual structure, including spatial and temporal dependence and measurement noise:

y(s;.1) = LS(s;, 1) + RE(s;. 1). )
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Even if LS(s;, ) can be any (possibly non-linear) function of the covariates, a common approach is to assume that it is a linear function
of the P predictors, i.e., LS(s;, 1) = Bz(s;, 1), where B is the vector of fixed effect coefficients. The residual RE term is usually written
as

RE(s;, 1) = a(s;, 1) + €(s;, 1),

where w(s;,?) is a spatio-temporal Gaussian process and e(s;,) is an unstructured (IID) measurement error. The spatio-temporal
process in turn can be specified hierarchically in different ways (Wikle et al., 2019). In general, this leads, at each time point, to
a zero-mean multivariate Gaussian distribution with a dense covariance matrix, with entries determined by the spatio-temporal
covariance function. For this reason, the estimation of such a model can be computationally challenging, especially when dealing
with a large number of spatial locations. A viable solution for this computational challenge, also known as big n problem (Jona Lasinio
et al., 2013), is represented by the INLA-SPDE approach (see Appendix A.1 for more details). It has been proved (e.g., Lindgren et al.,
2011, 2022) as a valid and computationally efficient solution for fast LGM estimation and spatial prediction. In particular, since the
INLA-SPDE approach adopts a Bayesian framework, it provides posterior distributions for all unknown parameters, including the
spatially and temporally structured random effects, with uncertainty quantification being straightforward. Moreover, it allows for
posterior predictive distributions of the response variable, enabling spatial prediction at any location within the domain of interest.

The INLA-SPDE approach is already a powerful and computationally efficient solution for spatio-temporal modeling, providing
fast Bayesian inference and principled uncertainty quantification. However, even when the spatio-temporal dependence is adequately
captured, prediction accuracy can still be limited by the functional form chosen for the large-scale component. To push performance
beyond this well-established framework, we complement it with RF, a nonparametric method that can capture complex nonlinear-
ities and interactions left in the residuals. By feeding the RF-based residual correction back into the Bayesian model, our hybrid
strategy delivers improved predictions without sacrificing the strengths of INLA-SPDE in terms of interpretability and uncertainty
quantification.

2.2. Essential background and notation about INLA-SPDE and RF

As mentioned before, the proposed hybrid algorithms rely on two well-established methodologies: the INLA-SPDE approach (here
after simply referred to as INLA) and RF. In this section we introduce the essential background and notation required to follow our
proposal. Additional details are provided in Appendix A for the readers who are not familiar with these methods.

We denote by LGM(A, x, 0) the latent Gaussian model fitted with INLA, where x is the latent field which collects all the model
latent components (fixed and random effects from the LS and RE terms of Eq. (1)), 6 is the vector of hyperparameters, and A is the
projector matrix linking observations to latent nodes (i.e., to the components of the latent vector x). The linear predictor is thus given
by n = Ax. INLA provides a Gaussian approximation of the posterior distribution of the latent field, which we summarize through its
mean y and precision matrix Q. These quantities are used to assess convergence of the INLA-RF algorithms via the Kullback-Leibler
divergence (see Appendix B.2).

RF is an ensemble of regression trees; each tree is fit on a bootstrap resample of the training data (Breiman, 2001). On average,
about one third of the training observations are left out of a given resample; these are referred to as out-of-bag (OOB) observations
for each tree. By predicting each training point using only the trees for which it was OOB, it is possible to obtain out-of-sample
predictions without an explicit data splitting (training vs test). The corresponding OOB mean squared error (OOB-MSE) provides a
global estimate of out-of-sample RF prediction error, rather than an observation-specific predictive variance. In our framework, it
is therefore used as a proxy for the overall uncertainty associated with the RF predictions. Accordingly, the resulting uncertainty
propagation reflects the overall magnitude of RF prediction error rather than local variations in predictive uncertainty.

2.3. INLA-RF hybrid algorithms

In this section we introduce the two hybrid modeling strategies we propose, collectively referred to as INLA-RF algorithms. The
key idea is to alternate between two steps: fitting the parametric spatio-temporal LGM with INLA (STEP 1), and training RF on
the resulting residuals to learn remaining structure (STEP 2). The RF output is then fed back into the INLA-based model, yielding an
iterative residual-learning scheme. The two steps are repeated until the stopping condition Dg; < & is met, where Dy is based on the
Kullback-Leibler divergence (Kullback, 1997), and 6 is a tolerance threshold (see Appendix B.2 for the details about the computation
of Dg;). If Dy, is lower than 6, it suggests that there is no significant difference in the posterior distribution of the latent field
between two consecutive iterations, and further correction is not needed.

The two algorithms are detailed in Section 2.3.1 and 2.3.2. For simplicity, in what follows we omit spatial and temporal indices
and write y(s;, ) as y; boldface denotes vectors and matrices.

2.3.1. INLA-RF1: offset approach

INLA-RF1 takes inspiration from the SPAR-Forest approach proposed by MacBride et al. (2025) for the case of areal data, while
here we focus on point-referenced data. At each iteration, RF is used to estimate a correction term that is incorporated into the
INLA-based model as an offset.

More precisely, after initialization each iteration alternates the following two steps (see Algorithm 1 for the corresponding pseudo-
code):
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1. STEP 1 (INLA with offset): given the RF residual predictions from the previous iteration, Aan’ we fit the INLA-based model by
incorporating this term as an offset, i.e., a known constant that shifts the linear predictor and operates like a correction of the
mean. Equivalently, at the i** iteration we compute the updated response y) =y — ”(' D and fit the LGM(A, x, 6) with INLA using
y® as response and with the covariates entering linearly in the linear predictor. From the INLA output we retain the Gaussian
approximation of the posterior distribution of the latent field x, summarized by its mean u® and precision matrix Q®), which are
used to evaluate the KLD-based stopping criterion using Dg; .

We also obtain the fitted values 9;1\&  (given by the posterior mean of the predictive distribution) and compute the residuals

to be passed to STEP 2, i.e. A&L A=Y~ yggL A

2. STEP 2 (RF on residuals): we train RF using the INLA residuals & elNL A
with spatial coordinates and time index) as predictors. This yields the predicted residuals A;')F, which are fed back into STEP 1 at
the next iteration.

as response and the covariates used in STEP 1 (augmented

The algorithm is initialized as follows: Dy; = 10, § = 0.01. Moreover, the initial values for u®, Q©® are obtained from an initial
run of the LGM model fitted with y as response and including all the available predictors. The final hybrid predictor is obtained by
adding the RF residual correction from STEP 2 to the INLA fitted values from STEP 1, i.e., § = Jinpa + €rp-

An important issue when combining the two models concerns uncertainty propagation. By default, the RF output used in STEP 1
is incorporated into the INLA-based model as a fixed offset correction and therefore does not account for the uncertainty of the RF
predictions. To incorporate this additional source of variability, when uncertainty propagation is enabled, during the INLA fit we use
the INLA precoffset option? to include a fixed variance component in the Gaussian likelihood, taking the OOB-MSE 02(’ Y from the
previous RF fit as a plug-in variance for the RF correction. Thus, a larger OOB-MSE results in a larger additional variance contrlbutlon,
common to all observations, effectively reducing the influence of the RF offset correction.

Algorithm 1 INLA-RF1: offset approach.

State 1: Set Dy, = 10 and & = 0.01. Fit with INLA an initial LGM(A, x, ) using y as response; obtain u®,Q© and the fitted values
~(0)
YINLA®

State 2: Compute residuals & eINL A=Y ffﬁ?}_  and train RF on & AiON)L  to obtain & A(O) and the OOB-MSE &li(FO).
State 3: Seti = 1.

while Dy; > 6 do

STEP 1 (INLA with offset):

Compute the updated response y) =y —

if uncertainty propagation = = TRUE then
Fit the LGM(A, x, 9) using y as response and including a fixed variance component given by &ég_l) (OOB-MSE) in the
Gaussian likelihood through precoffset.

end

else

\ Fit the LGM(A, x, 0) using y® as response.
end

A(l l)

Obtain u”,Q® and compute the KLD-based convergence metric Dy .

a() N0

. ) ()
Obtain the fitted values for the updated response and compute the INLA residuals &, , =y — ¥jq; A

YINLA

STEP 2 (RF on residuals): Train RF using & ‘L\)IL  as response and obtain the predictions e(” and the OOB-MSE 6 Az(‘)

i=i+1.
end
Output: the final hybrid predictor is obtained by adding the RF residual correction from STEP 2 to the INLA fitted values from STEP 1,

Le., Y = ¥NLA T €rp-

2.3.2. INLA-RF2: latent field nodes correction

INLA-RF2 uses the RF output to correct a selected subset of latent field nodes. Unlike INLA-RF1, which applies a mean correction
through an offset in the linear predictor, INLA-RF2 performs a localized adjustment by augmenting the LGM with an additional IID
random effect indexed only on a selected set of indices K (hereafter also referred to as locations or stress nodes), corresponding to the
nodes identified for the correction. Identifying the stress nodes is the most delicate step of the algorithm. To the authors’ knowledge,
there is no single, well-defined criterion for selecting either the number or the location of these nodes. The difficulty arises from the
fact that observations are linked to latent nodes through the projector matrix, so that the correspondence between observations and

2 See https://inla.r-inla-download.org/r-inla.org/doc/likelihood/gaussian.pdf.
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nodes is not one-to-one. Moreover, the number of observations associated with each node may vary, and different components of the
latent field may be candidates for correction.

In the INLA-RF2 construction, the RF-based information enters the model through an explicit latent component, thereby enabling
a straightforward uncertainty propagation within the INLA framework. More details on latent field nodes and on the construction of
the required projector matrices are provided in Appendix A.1.

The algorithm starts from an initial INLA fit of a LGM(A, x, ) using y as response); this is used both to identify the latent field
nodes to be corrected and to initialize the posterior mean and precision quantities (u® and Q) required by the stopping criterion.
Let x, = {x;, : k € K} denote the subset of latent components targeted for correction, where the cardinality |K| is fixed a priori
(e.g., |K| = 100). Nodes can be selected according to different criteria, such as the largest marginal posterior variances Var(x; | y)
or the largest predictive errors associated with the corresponding part of the linear predictor. For each selected node, an additional
correction term is introduced, yielding a new random effect denoted by x/. This additional component is indexed by the selected
nodes in £, but is represented in the model as a separate random effect. In particular, an IID Gaussian prior distribution is assumed
for the correction component x/:

X, ~ MVN(g!, (z))7'1). )
In particular, at the /" iteration of the algorithm we have that

@) @(=1) | aGi-1
W=,

R . -1
1) _ [ A20-1)
Te = (GRF ) ’

where 6?;;71) is the RF OOB-MSE and é(;” denotes the RF node-level correction vector obtained as follows. First, RF predicts the INLA
residuals at the observation level. Then, each predicted residual is equally split among the selected nodes linked to that observation,
and the resulting contributions are averaged over the observations associated with each selected node. From a practical point of
view, in INLA each random effect is specified with zero mean. Therefore, in the actual implementation the formulation in Eq. (2) is
represented equivalently by combining a zero-mean random effect with an offset term carrying the node-specific correction vector
., which is zero everywhere except for the entries associated with the added correction component. The node-specific vector u/, @ js
initialized using the posterio mean estimates from the initial INLA fit at the selected latent field nodes, i.e., ;42(0) = ;45((2 -

After initialization, each iteration alternates the following two steps (see Algorithm 2 for the corresponding pseudo-code):

3

AGi-1)
€RF

parameter TC’(” (see Eq. (2)). The correction component x

to update the node-level correction vector uf“ and the associated precision

0]

c
({A AL} {x, xé @ },0), fitted with INLA using y as response. The matrix A, maps the added IID correction effect to the observations
linked to the selected nodes

As in Algorithm 1, we conclude the first step by computing the INLA predictions and residuals ég\}L A=Y 5’%\)& A» and by

obtaining u and Q% which are needed for computing Dy, and evaluating the stopping criterion.

2. In STEP 2 we train an RF using the INLA residuals ég\)m » as response variable and the time index together with the spatial
coordinates as predictors. This yields observation-level residual predictions, which are then transferred to the selected nodes by

equally splitting each predicted residual among the linked nodes and averaging the resulting contributions for each node.

1. in STEP 1 we use the RF residual predictions
is specified as an additional IID random effect in the enlarged LGM

The final output of Algorithm 2 is the last enlarged LGM fit with INLA, where the RF based correction has already been incorpo-
rated.

3. Simulation studies

To evaluate the performance of the INLA-RF algorithms, we conduct two simulation studies. The first is a spatio-temporal example
which compares the INLA-RF1 algorithm with a spatio-temporal LGM with no hybridization and with the standard RF algorithm.
The second is a purely temporal scenario designed to assess the INLA-RF2 approach in modeling temporal discontinuities. In this
simulation study, the comparison focuses on the benchmark INLA-based model only, since the aim is to assess the ability of INLA-RF2
to improve the posterior inference of a given Bayesian latent field through a targeted local correction. In this setting, a standard RF
model is not a directly comparable benchmark, as it does not operate on the same latent component nor provide inference on the
same posterior quantities.

For the comparisons we use the following performance metrics: Root Mean Square Error (RMSE), Mean Absolute Error (MAE), Cov-
erage Probability (CP), and Average Interval Width (AIW); see Appendix B for their definitions. In the implementation of Algorithm 1,
both with and without uncertainty propagation, and Algorithm 2 we use the KLD stopping criterion as defined in Eq. (B.1).

3.1. Spatio-temporal simulation study for INLA-RF1

In this case study we simulate a dataset with T = 8 time points and n = 150 spatial locations at each time location. The response
is assumed to be normally distributed, with the linear predictor being a non-linear function of 3 predictors. The data-generating
mechanism and simulation settings are described in Appendix C.1. The simulated data for the eight time points are shown in Fig. 1,
together with the SPDE mesh used for INLA fitting. 80% of the simulated data are used for training while the rest for testing.
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Algorithm 2 INLA-RF2: latent field nodes correction.

State 1: Set Dg; = 10, and 6 = 0.01. Fit with INLA an initial LGM(A, x, 8) using y as response; obtain u®, Q© and the fitted values
(0)
YINLA®

(0)

State 2: Set | K| and determine the nodes to be corrected x, = {x; : k € K}. Set u, O = Hicre
State 3: Compute the INLA residuals éig)L A=Y 9;1(3& , and train RF to obtain ég)l): and &Ii(FO).
State 4: Seti = 1.
while Dy; > 6 do
STEP 1: use the RF output to update the node-level correction and its associated precision: p/, = 74 b4 ég;l) and 7’ Ei) =

-l ) )
(612{(;”) . Define the additional latent component as x/ O o MVN( . (! )*II>.
Fit the enlarged LGM ({A,A.}, {x, xg @ },0) using y as response.

Obtain u®,Q® and compute the KLD-based convergence metric Dy .

Obtain the fitted values § , and compute the INLA residuals oW §0

YiNLa NV AN I
STEP 2: implement RF with éﬂfm  as response and obtain observation-level residual predictions; aggregate these predictions over
the observations linked to the selected nodes to obtain ég}:.
i=i+1

end
Output: the final predictor is given by the fitted values of the last enlarged INLA-based model, where the RF-based correction has
already been incorporated, i.e., § = §inia-

Temporal node: 1 Temporal node: 2 Temporal node: 3 Temporal node: 4

Values

B

Temporal node: § Temporal node: 6 Temporal node: 7 Temporal node: 8 0

i-“

54 52 50 48 56 54 52 50 48 56 54 52 50 48 56 54 52 50 48

Fig. 1. Simulated data for the spatio-temporal simulation study for INLA-RF1 with n = 150 and T' = 8 (locations changing randomly in time), together
with the SPDE mesh used for INLA fitting.

As a benchmark, and in STEP 1 of the INLA-RF1 algorithm, we consider a parametric LGM analogous to the spatio-temporal model
used to simulate the data (see Eq. (C.1)), but assuming that the three covariates enter linearly in the linear predictor.

The prior distributions for Bayesian inference were chosen to be vague for the fixed effects, using Gaussian priors with high
variance, i.e. N(0, 62 = 1/0.001). For the spatio-temporal effects, we have three hyperparameters: ¢, p and a. For ¢ and p, we use
Penalized Complexity (PC) priors (Simpson et al., 2017; Fuglstad et al., 2019), specified as P(c > o) = 0.5 and P(p < p,) = 0.5, where
oy = 1 and p,) is set to the maximum distance (d) between two points on the boundary of the study region divided by 5, i.e., p, = d/5.
Finally, the prior distribution for the temporal autocorrelation parameter () is defined as logit(a) ~ N(0, 0.15).

3.1.1. Results

Table 1 presents the results obtained for the 80%-20% training-test split (the INLA label is used for the benchmark INLA-based
model with no hybridization, while INLA-RF1.1 and INLA-RF1.2 refer to the INLA-RF1 algorithm without and with uncertainty
propagation, respectively). From this table, we can observe that applying INLA-RF1, regardless of uncertainty propagation, improves
the RMSE, MAE, and CP metrics, both for training and test data. In particular, the AIW metric suggests that when the hybrid approach
is applied without uncertainty propagation (INLA-RF1.1), the predictions are more precise; this is because the mean estimates are
more accurate, although the uncertainty from the RF is not propagated to the INLA output. However, when uncertainty is propagated
(INLA-RF1.2), the significant improvement in CP is accompanied by a wider predictive distribution, as indicated by a larger AIW,
compared to the standard approach without hybrid inference.
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Table 1

Performance metrics based on an 80%-20% training-test split. The INLA label
corresponds to the benchmark INLA-based model with no hybridization, while
RF denotes the standard Random Forest. INLA-RF1.1 denotes the INLA-RF1
model without uncertainty propagation, whereas INLA-RF1.2 includes uncer-
tainty propagation.

RMSE MAE CP AIW
Model Train Test Train Test Train Test Train ~ Test
INLA 1.28 1.80 097 1.30 0.68 0.59 219 2.45
RF 1.06 1.11 0.82 0.86 0.95 0.95 4.38 3.97

INLA-RF1.1 0.59 1.00 0.45 0.75  0.84 0.68 1.49 1.84
INLA-RF1.2 0.60 1.01 0.46 0.76  0.97 0.88 2.78 2.99
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Fig. 2. Posterior distributions of the linear predictor for the 36 observations in the training data set with the highest RMSE values computed using
the benchmark INLA-based model. The black solid line shows the benchmark INLA-based output, orange solid and light blue solid lines correspond
to the output from Algorithm 1 without and with uncertainty propagation (INLA-RF1.1 and INLA-RF1.2), respectively. Red vertical lines indicate
the simulated (true) values and the horizontal black error bars correspond to the CI at 95% of the RF output.

Figs. 2 and 3 show 36 posterior predictive distributions for the observations with the highest RMSE under the benchmark INLA-
based model (represented by the black solid line). The first figure refers to the training set, while the second shows results for the
test set. In general, these figures illustrate that the posterior distributions obtained using INLA-RF1 algorithm without uncertainty
propagation (INLA-RF1.1, orange solid lines) yield better alignment with the true simulated values (corresponding to the vertical
red lines), though with reduced uncertainty. In contrast, when the algorithm is applied with uncertainty propagation (INLA-RF1.2,
light blue solid lines), we observe an improvement in the localization of the true values, but at the cost of increased uncertainty
(i.e., higher variance) compared to the INLA-based model. Finally, the INLA-RF1 algorithms, both with and without uncertainty
propagation, achieve a more accurate localization of the true values compared with the RF algorithm (black horizontal error bars),
with substantially lower uncertainty.

In Appendix C.1.2 we perform a cross-validation analysis to evaluate the models’ performance under a structured spatio-temporal
k-fold partitioning (Roberts et al., 2017; Meyer et al., 2018) in order to take into account the spatio-temporal structure of the data
when splitting the data into training and test. The results show that the average performance, as well as the performance for each
individual CV partition, is consistent with the results obtained when using a standard (80% — 20%) training-test split.
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Fig. 3. Posterior distributions of the linear predictor for the 36 observations in the test data set with highest RMSE values computed using the
benchmark INLA-based model. The black solid line shows the benchmark INLA-based output, orange solid and light blue solid lines correspond to
the output from Algorithm 1 without and with uncertainty propagation (INLA-RF1.1 and INLA-RF1.2), respectively. Red vertical lines indicate the
simulated (true) values and the horizontal black error bars correspond to the CI at 95% of the RF output.
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Fig. 4. Simulated time series with 2000 time points and 10 jumps (highlighted with red vertical lines).

3.2. Purely temporal simulation study for INLA-RF2

In this case study, we simulate a purely temporal dataset designed to provide a simple and controlled setting for illustrating the
behavior of INLA-RF2 in the presence of abrupt temporal discontinuities, which may arise in practice because of policy interventions,
regime changes, or external shocks. The data-generating mechanism and simulation settings are described in Appendix C.2. The
simulated time series with » = 2000 time points and 10 jumps is reported in Fig. 4.

The first step for implementing INLA-RF2 consists in fitting an initial LGM to identify the latent field nodes to be corrected (see
States 1 and 2 in Algorithm 2); this model will also be used as benchmark for comparison. In this regard, we use the following purely

8



M. Figueira, M. Cameletti and L. Patelli Computational Statistics and Data Analysis 226 (2027) 108481
A. Latent-field (variance)

0.08+ i +

0.07+

’S—\ 0.06+

© 0.05-

0.041

0.031

0 500 1000 1500 2000
ID

B. Linear predictor (variance)

0.087 T T

0.07-
~~~ 4
= 0.06
© 0.05-

0.04+

oo
o

0.03

0 500 1000 1500 2000
ID

Fig. 5. Results from the initial INLA-based model (see Eq. (4)): Panel A displays the marginal variance of the temporal random effect, while Panel
B shows the marginal variance of the linear predictor. In all the panels the vertical red lines indicate the locations where jumps were introduced in
the simulated data.

temporal model:
y=pl+u+eg,, @

where f is the intercept and £, ~ MVN(0, r;] I). The term u is a second-order random walk process (RW2), meaning that its vector of
second-order increments, denoted by Au, follows A%u ~ MVN(0, 77 'T), where (A%u), = u, — 2u,_; + u,_,. The prior distributions used
to fit this model are the following: a vague Gaussian prior, N(0, s> = 1/0.001), was specified for the intercept; for the precision 7, and
7, a log-Gamma(1, 5 - 107) prior was assigned.

The results obtained from this model for the latent field and the linear predictor n = §,1 + u are shown in Fig. 5. In particular,
Panels A and B show the marginal variance values for each node of the temporal random effect (u = (u, ..., uyy)) and of the linear
predictor (n = (n;, ... . m00)), respectively. The locations of the jumps are also indicated by vertical red lines. As expected, the largest
marginal variances are observed at the boundary nodes, due to the structure of the precision matrix of the temporal component, and
at nodes located close to the jumps. Based on the results in Panel A, we identify the stress points, i.e., the latent field nodes to be
corrected, by selecting the | K| = 100 nodes of the temporal random effect with the highest marginal variances, as shown in Fig. 6.

Having selected the nodes for correction, we proceed with the implementation of the INLA-RF2 algorithm. Following the general
framework described in Section 2.3.2, we extend the initial INLA-based model (Eq. (4)) by introducing an additional correction
component defined on the selected nodes. In this purely temporal setting, the enlarged model used in STEP 1 of Algorithm 2 is given
by:

y~MVNu.77'D, p=pgl+u+A (4 +x), (5)

where A, maps the correction terms associated with the selected nodes to the corresponding observations. The correction vector y is
obtained from the RF predictions of the INLA residuals and is defined at the node level after aggregating observation-level predictions.
The associated latent effect x/ captures residual uncertainty around this correction, with precision determined by the RF OOB-MSE.
The parameters are iteratively updated according to Algorithm 2 until convergence. Note that writing the correction term as u/ + x/
is equivalent to specifying x/ ~ MVN(y., (ré)‘ll), as described in Section 2.3.2; however, in the INLA implementation the correction
is decomposed into a deterministic component /, (introduced via an offset) and a zero-mean stochastic component x.

3.2.1. Results

In this simulation study, the comparison focuses on the benchmark INLA-based model only. Fig. 7 shows the simulated time series
(in black) together with the posterior mean and 95% credible interval of the corrected temporal field obtained with INLA-RF2 and of
the temporal field estimated using the benchmark INLA-based model. Zoomed-in views around selected jumps are also included to
highlight local differences. In the regions near the imposed jumps, the corrected latent field provides a closer fit to the true temporal
trend when compared with the estimates provided by the benchmark INLA-based model.
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Fig. 6. Posterior mean of the temporal random effect estimated using the initial INLA-based model. The nodes selected as stress points according
to the highest marginal variance criterion are highlighted in red.
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Fig. 7. Posterior mean of the temporal random effect under the INLA-RF2 model (bottom) and the benchmark INLA-based model (top), with 95%
credible intervals shown in blue and the simulated time series in black. The vertical red lines indicate the locations of the 100 stress points.

Fig. 8 illustrates the effect of correcting the stress points using INLA-RF2. Specifically, it compares the temporal field estimates
at the 100 stress points under the benchmark INLA-based model (black dots and bars denote the posterior means and 95% credible
intervals, respectively) and under the INLA-RF2 hybrid model (red dots and bars). The true simulated values are shown as blue
horizontal lines. Overall, applying INLA-RF2 leads to a clear improvement in the temporal field estimates at the selected stress points.
The corrected estimates (in red) align more closely with the true values (in blue), whereas the benchmark INLA-based model (in
black) shows noticeable bias, especially at time points characterized by rapid level changes. These results highlight the ability of
INLA-RF2 to effectively correct the latent field in targeted regions.

Table 2 presents the performance measures for both the full dataset and the subset corresponding to the 100 stress points when
comparing INLA-RF2 against the benchmark INLA-based model. The INLA-RF2 approach demonstrates clear improvements in accu-
racy, especially at the stress points, where the RMSE decreases substantially from 0.93 (INLA) to 0.22 (INLA-RF2), and MAE from
0.65 to 0.13. Table 2 also highlights a clear difference in uncertainty quantification between the full dataset and the subset of stress
points. At the stress points, INLA-RF2 substantially improves coverage, with CP increasing from 0.47 to 0.92, although this gain is
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Stress points (benchmark vs corrected by RF)

20 o
0
. .
0 Q,M‘o‘om
. 0
‘ : D
Wiy ~re
L)
1 O _ﬁ’
.
.
c .l 4 4, y ¢
© L A
. .
¢ +
0 N —:g* LAY
5 D N'%
ot %
—"i .
0. ’ g&
*Ww.é . N ) a'w
oy, %
0 . X ¢
. oy
* .
-10 . ¢+
4*0*%,,} .54.&
0 25 50 75 100

Fig. 8. Temporal field estimates at the 100 stress points under the benchmark INLA-based model and the INLA-RF2 model, compared with the
true simulated values. Posterior means and 95% credible intervals from the benchmark INLA-based model are shown in black, while those from the
INLA-RF2 model are shown in red. The true simulated values are displayed as horizontal blue lines.

Table 2

Performance metrics for the INLA-RF2 algorithm and the benchmark INLA-
based model, reported for the full dataset and for the subset corresponding to
the 100 stress points.

RMSE MAE CP AW
Model Full Stress Full Stress Full Stress Full Stress
INLA 0.34 0.93 0.22 0.65 0.83 0.47 0.69 0.71

INLA-RF2 0.27 0.22 0.20 0.13 0.70  0.92 0.52 0.92

accompanied by a wider interval width (AIW increasing from 0.71 to 0.92). Over the full dataset, instead, INLA-RF2 yields narrower
intervals than the benchmark INLA-based model (AIW decreasing from 0.69 to 0.52), but with a reduction in coverage (CP decreasing
from 0.83 to 0.70).

4. Real case study: the Agrimonia dataset

The Agrimonia dataset® is used for a real-world comparative analysis. This data set comprises daily spatio-temporal observations
of multiple air pollutant concentrations, together with covariates concerning weather, emissions, livestock, and land use, for the
Lombardy region (Northern Italy) and a 30 km buffer zone around its administrative boundaries. Overall, it includes data for 141
monitoring stations and covers the period from 2016 to 2021 (Fasso et al., 2023).

In the present application, PM,, concentration was selected as the response variable because of its relevance for air-quality
assessment and human health (Fioravanti et al., 2021). As explanatory variables, we considered temperature measured at 2 metres
above ground level, wind speed measured at 10 metres above ground level, total precipitation, and relative humidity. The analysis
was restricted to the subset of 63 monitoring stations located within Lombardy. To simplify the empirical comparison, the daily
observations were aggregated at the seasonal level (Jan.-Mar., Apr.-Jun., Jul.-Sep., Oct.-Dec.), see Fig. 9.

The benchmark INLA-based spatio-temporal model we fit is defined as follows:

¥ ~ MVN(u, 7' D), ©)

3 https://zenodo.org/records/7956006
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Fig. 9. PM,, values aggregated at seasonal level for all the available years (2016-2021), and the mesh used in the implementation of the INLA-SPDE
approach.

with
4

=Pl + 2 ﬂjlj + gyear + &season: @
=1

where z; denotes the vector of observations for the Jj™ covariate, &year aNd &geqqon are two spatio-temporal random effects defined at
the yearly and seasonal levels, respectively. They are modeled as Gaussian Markov Random Field (GMRF, Rue and Held, 2005) with

precision matrices given by

dear = QARl,year ® QsppE Qgeason = QARl,season ® Qgppr »

where ® is the Kronecker product, Qgppy, is the SPDE-based spatial precision matrix, while Qa1 year a1d QaR1 season COTTEspond to first-
order autoregressive processes over years and seasons (the latter defined as cyclic), respectively (Krainski et al., 2018; Gémez-Rubio,
2020).

The prior distributions used for the fixed effects (fy, f, f», fz, f,) were vague Gaussian priors, N(0, 6> = 1/0.001). For the hyperpa-
rameters of the spatio-temporal components, we used PC priors. In particular, for the seasonal spatio-temporal component they were
specified as P(6geason > 1) = 0.5, P(psppE season < Po) = 0.5 and P(paRj season > 0-5) = 0.5, and for the yearly spatio-temporal effect as
P(0year > 1) = 0.5, P(pgppE,year < Po) = 0.5 and P(ppg1,year > 0.5) = 0.5 (see Section 3.1 for the definition of p).

As in the previous simulation studies, we consider the following models for comparison: the benchmark INLA-based model (see
Eq. (6) and (7)), the standard RF model, and the two proposed hybrid approaches INLA-RF1 (with and without uncertainty) and
INLA-RF2. A primary challenge in applying INLA-RF2 to the real-world case lies in defining a robust procedure for selecting stress
nodes. This difficulty stems from the presence of dual spatio-temporal components (seasonal and yearly) and the lack of a general
criterion for node selection when dealing with off-node observations and varying data density, including nodes with no directly
linked observations. Consequently, in this study the stress nodes for the seasonal component were identified as those associated
with observations exhibiting the highest local deviance under the benchmark INLA-based model. The results obtained following an
80%-20% training-test split are reported in Table 3, while the outcomes regarding the structured spatio-temporal CV are available in
Appendix D.
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Table 3

Performance metrics based on an 80%-20% training-test split for the Agrimonia
data. The INLA label corresponds to the benchmark INLA-based model with
no hybridization, while RF denotes the standard Random Forest. INLA-RF1.1
denotes the INLA-RF1 model without uncertainty propagation, whereas INLA-
RF1.2 includes uncertainty propagation.

RMSE MAE CP AIW
Model Train Test  Train Test  Train Test  Train Test
INLA 3.04 347 2.31 2.63 0.66 0.65 5.24 5.78
RF 3.68 3.68 2.71 2.77 0.94 0.93 14.42 14.42
INLA-RF1.1 2.11 2.54 1.56 1.86 0.72 0.72 4.15 4.70
INLA-RF1.2 2.62 2.86 1.95 2.15 0.94 0.94 10.65 11.00

INLA-RF2 3.01 3.45 2.30 2.62 0.68 0.67 5.39 5.93

The results from the training-test split reported in Table 3 show that INLA-RF1.1 and INLA-RF1.2 outperform both the benchmark
INLA-based model and standard RF in terms of RMSE and MAE. In particular, INLA-RF1.1 also improves CP relative to the benchmark
INLA model, while yielding a lower AIW. INLA-RF1.2 achieves substantially higher coverage than the benchmark INLA model, but
at the cost of wider predictive intervals, as reflected by the larger AIW. Although RF provides higher CP than INLA-RF1.1 and
nearly identical CP to INLA-RF1.2, this comes with much larger uncertainty, with AIW values that are considerably higher than
those of both hybrid approaches. By contrast, INLA-RF2 does not provide a substantial improvement over the benchmark INLA-
based model. This is likely because the real data do not exhibit clear localized features requiring node-level correction, and the
benchmark model already adapts well to the seasonal and yearly spatio-temporal structure. The slight increase in CP obtained by
INLA-RF2 is mainly associated with the larger uncertainty introduced by the extended latent field used for stress-node correction,
as reflected in the AIW. These findings are consistent with the results obtained under the structured spatio-temporal CV reported in
Appendix D.

5. Discussion and conclusion

In this paper, we proposed two hybrid algorithms, INLA-RF1 and INLA-RF2, for combining a Bayesian spatio-temporal model fitted
via the INLA-SPDE approach with Random Forest. The two approaches differ in their objectives and in the way the RF information
is incorporated into the model.

INLA-RF1 acts as a post-hoc correction of the mean, by leveraging the RF residual structure and feeding it back into the Bayesian
model through an offset. This strategy is simple to implement and proves effective in improving predictive accuracy, especially in the
presence of non-linear relationships that are not captured by the large-scale component. The version without uncertainty propagation
leads to sharper predictions, while the version with uncertainty propagation provides better calibrated uncertainty at the cost of
wider predictive intervals.

INLA-RF2, instead, introduces a localized correction at the level of selected latent field nodes. This approach could be particularly
effective in settings characterized by abrupt changes or discontinuities. The results from the simulation study show that INLA-RF2
substantially improves estimation at the selected stress points, although this local gain may come with a trade-off in uncertainty
quantification, as reflected by wider credible intervals. However, in the real-world application, neither the seasonal nor the yearly
spatio-temporal components exhibited nodes requiring clear correction; consequently, the implementation of INLA-RF2 yielded no
significant improvement. This scenario illustrates that identifying specific nodes for local correction can be significantly more complex
than refining the linear predictor. In contrast, INLA-RF1, which accounts for non-linear and complex dependencies among explanatory
variables via the RF algorithm, offers a more straightforward path to capturing residual structure.

From a practical perspective, the choice between INLA-RF1 and INLA-RF2 depends on the modeling objective. INLA-RF1 is prefer-
able when the goal is to improve overall predictive performance with minimal additional modeling complexity. INLA-RF2 is more
suitable when the interest lies in correcting specific regions of the latent field, for example in the presence of structural breaks or
localized misspecification. However, its implementation requires careful selection of the nodes to be corrected, which represents an
additional modeling step. Potential strategies for node selection involve first identifying the model component requiring correction
and then applying diagnostics based on observational information and model uncertainty. For instance, posterior variance, local
RMSE, or local deviance may provide useful quantitative criteria for identifying the most suitable nodes for correction.

Both approaches benefit from the computational efficiency of the INLA-SPDE framework. The use of a Kullback-Leibler divergence-
based stopping criterion provides a principled and efficient way to control the iterative procedure, avoiding unnecessary iterations
and reducing the risk of overfitting.

The empirical results from the simulation studies and the real-world air quality application indicate that the proposed hybrid
approaches can improve predictive accuracy, particularly in challenging spatio-temporal settings. The proposed framework is flexible
and can be extended in several directions. For instance, alternative machine learning models could be used in place of RF, and
more complex likelihoods could be incorporated within the INLA stage. Future work could also investigate automated strategies for
selecting the nodes to be corrected in INLA-RF2, as well as extensions to more complex spatio-temporal settings.
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Appendix A. Review of INLA-SPDE and RF
A.1. The INLA-SPDE approach

INLA is a deterministic approximate Bayesian inference approach grounded in the properties of the Gaussian Markov Random Field
(GMRF) and its computational efficiency (Rue and Held, 2005). This methodology was developed by Rue et al. (2009), implemented
in R through the R-INLA package (https://www.r-inla.org/), applied in many contexts (Lindgren and Rue, 2015; Bakka et al., 2018;
Blangiardo and Cameletti, 2015; Krainski et al., 2018; Gémez-Rubio, 2020) and later extended to more flexible modeling structures
(Van Niekerk and Rue, 2024). This approach allows Bayesian inference to be performed on a wide range of structured additive models,
known as Latent Gaussian Models (LGMs). While INLA primarily focuses on computing marginal posterior distributions, it effectively
addresses the challenges of determining the joint posterior distributions of interest through a series of nested approximations or a
low-rank variational Bayes correction for the latent field (Van Niekerk et al., 2023; Van Niekerk and Rue, 2024). This technique
enables the computation of marginal likelihoods, standard goodness-of-fit metrics (DIC, WAIC, CPO), cross-validation checks, and
posterior predictive distributions.

Since INLA is based on GMRF principles, it offers inherent computational efficiency when modeling data with conditional inde-
pendence. Generally speaking, given the vector of n observations y = (y,, ..., y,), the likelihood, assuming conditional independence,
is described by the following expression:

n
(yln.0) = [[ =, 1 - 0), (A1)
i=1
where #; is the i component of the linear predictor vector 5 = (7, ..., #,), including fixed and random effects, and is defined* as
follows (Lindgren and Rue, 2015):
mo= Y (2, (A.2)
k

where £ (-) is known as mapping function. In the case of a fixed effect, zf.‘ is given by the covariate value included in the linear predictor
through a linear function, i.e., hk(zf.‘) = ﬂkzl’.‘. In the case of a random effect, sz defines the unit index (e.g., the grouping, spatial or
temporal index) and hk(zf,‘) = uk(zf‘), where u, is the value of the latent Gaussian variable assumed for the random effect (with a
structured or unstructured prior distribution). The latent field x encompasses all the latent Gaussian variables which are part of the
linear predictor, including the vector of fixed effect coefficients f used to include linear effects of the covariates. It is assumed that
the latent field x follows a multivariate normal prior distribution with mean u, usually equal to 0, and precision matrix Q(6,). Given
the conditional independence property, it follows that this precision matrix is sparse and this allows for computationally efficiency
when performing matrix operations (Rue and Held, 2005). The vector of hyperparameters is given by 6 = (0,, 6,), where 6, refers to
the likelihood hyperparameters and 6, to the latent field hyperparameters.

The INLA methodology exploits the assumptions of the model to produce a numerical approximation to the posterior distribution
of interest, i.e., the joint posterior distribution of the hyperparameters #(6 | y) and the latent field marginal distribution z(x; | y).

4 Given that we assume the Gaussian distribution for the response variable it results that E(y;) = #,, i.e., the identity link function is used.
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In Eq. (A.2) each term hk(zf.‘) represents the contribution to the linear predictor of a component (also named node) of the latent
field x. As explained in Lindgren and Rue (2015), this formulation only allows each observation to be linked to one element from each
h(-) effect. This can be a limitation when each observation depends on multiple components of x, as it is the case of spatial random
effects. To deal with this, the projector matrix A is introduced as the design matrix of the model, incorporating covariate values, factor
structures and their levels, and weights associated with random effects (e.g., basis weights for spatial effects); it basically defines how
each observation is linked to the latent field components. Eq. (A.2) can thus be rewritten as

J
n = Z Aijx jo
j=1
where A;; is the weight of the j component of the latent field contributing to the linear predictor #, for the i# observation. Note
that the total number of latent components J depends on the model structure. In matrix notation we have that n = A x. In the paper
we use the notation LGM(A, x, 0) to identify an unique LGM model structure.

In the INLA framework, the term node refers to a component of the latent vector x (e.g., regression coefficients, temporal effects, or
discretized spatial field weights at mesh vertices). For the INLA-RF2 algorithm described in Section 2.3.2, we select a subset of indices
K (also referred to as stress points or locations) and denote by x, = {x; : k € K} the corresponding components of the latent field.
Let Sy be the column-selection matrix that extracts x, from x (so that x, = S]Tcx). The associated projector matrix used in INLA-RF2
can then be written as A, = A Sy, i.e., A, contains the columns of A corresponding to the selected latent components.

The R-INLA package implements also the Stochastic Partial Differential Equation (SPDE) technique, introduced by Lindgren et al.
(2011) for modeling point-referenced spatial data in a computationally efficient way (see also Lindgren and Rue 2015, Krainski
et al. 2018, Lindgren et al. 2022, Blangiardo and Cameletti 2015). This method exploits the fact that the solution to a specific
SPDE is a Gaussian Field (GF) with Matérn covariance function (see Eq. (C.2) for its definition). The novelty of the INLA-SPDE
approach is to represent the Matérn GF as a GMRF by using the finite element method, i.e. by defining the Matérn field as a linear
combination of basis functions defined on a triangulation (i.e., mesh) of the considered spatial domain (see for example Fig. 1).
This eliminates the need to work with a dense covariance matrix and instead allows the use of a sparse precision matrix, avoiding
computationally expensive inversion processes. Note that when applying the SPDE approach in a two-dimensional spatial domain,
the Matérn smoothness parameter v is set equal to one and the spatial range is given by p = \@ /x and interpreted as the distance
at which the correlation drops to approximately 0.13 (see Lindgren et al., 2011).

The linear combination of basis functions used to approximate the Matérn GF &(s) is given by

G
&) = ) w ()&, (A.3)

g=1
where G is the total number of mesh vertices, y, () are piecewise linear basis functions, and E=(,...,&;) are latent weights modeled

as a multivariate zero-mean Gaussian random variable with a sparse precision matrix derived from the SPDE formulation (that’s why
& is a GMRF). When implementing the SPDE approach with INLA, the summation in Eq. (A.3) is used as one of the components of
the linear predictor defined in Eq. (A.2), as an indexed random effect. Accordingly, the latent Gaussian vector & will be included
in the INLA latent field x (Lindgren and Rue, 2015). In this case the projector matrix A (with dimension n x G) maps the GMRF &
from the G mesh vertices to the n observation locations such that A;, = y,(s). In particular, when a spatial location s; lies within a
triangle defined by three mesh vertices, the corresponding row of A contains three nonzero elements, which sum to one (Krainski
et al., 2018).

A.2. Random Forest

Random Forest (RF, Breiman, 2001) is a widely adopted non-parametric ML model which has gained notoriety given its simple
implementation and the satisfactory predictive results. The RF algorithm is based on two main elements: bootstrap (Efron, 1979) and
decision trees (Breiman et al., 1984). The two methods interact in the following way: a large number of bootstrapped samples are
generated from the available data, and a decision tree is fitted on each of them. Decision tree growth is an iterative process in which
the predictor space is partitioned at each step until a stopping rule is satisfied. The splitting optimization algorithm determines the
best predictor and corresponding cut off value to minimize local residual errors. In the specific case of RF, the optimal predictor is
selected from a randomly chosen subset of the original variables (see, e.g., James et al., 2021). Being based on decision trees, RF
is characterized by high flexibility in modeling the relationship between predictors and the response variable, being able to capture
non-linear relationships and interactions between and within predictors.

A limitation of standard RF in applications involving correlated data is that it does not explicitly account for spatial and/or temporal
dependence between observations unless this information is incorporated through dedicated modifications or additional predictors
(Patelli et al., 2024; Saha et al., 2023). This means that RF can be effectively used only to estimate the LS component of Eq. (1). This
limitation arises from the fact that the RF bootstrap does not consider, when creating samples, information coming from the spatial
location or temporal indexing of the observations. Additionally, in the absence of spatial and/or temporal information introduced
through predictors, the splitting mechanism cannot leverage them. In Patelli et al. (2024), a comprehensive literature review was
conducted to identify the adopted strategies to make RF spatially aware, and these strategies were then systematically organized
following a taxonomy. A synthesis of these strategies reveals three main categories, distinguished by when spatial information is
incorporated into the RF predictive process (at the covariates level, modifying the internal algorithm or as a post-processing phase).
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Among the identified contributions, RF-GLS (Saha et al., 2023) appears to be the most promising because it incorporates spatial
correlation during the tree growth. However, it appears to be computationally intensive (Heaton et al., 2025) and constrained to the
case of purely spatial or temporal dependency structure. Consequently, it is not suitable for spatio-temporal applications. Another
limitation of RF is that, being a non-parametric method, it lacks direct interpretability and uncertainty evaluation of the predictions.

Appendix B. Performance metrics and stopping criteria
B.1. Predictive performance metrics

We define here the predictive performance metrics used to compare models. We denote by y; the observed value and by j; the
corresponding prediction.

1. Root mean square error (RM SE) - a measure of the average magnitude of prediction error, giving higher weight to larger errors:

RMSE =

2. Mean absolute error (M AE) - the average of the absolute differences between predicted and observed values:
1 n
MAE = - =Pl
. ; 1y = 3

3. Coverage probability (C P) - the proportion of observed values that fall within the predictive interval defined by the 0.025 and 0.975
quantiles (i.e., the 95% credible interval). It assesses the calibration of uncertainty estimates and is defined as

n
_1 -1 -1
cpP=- IZ} H(Fﬁ‘_ () <y < F (pu)),
where [(-) is the indicator function, which is 1 if the condition is true and 0 otherwise, F;'(-) is the quantile function of the
posterior predictive distribution of y;, and p, and p, are the lower and upper quantile probabilities (0.025 and 0.975, respectively).
4. Average interval width (AIW) - the average width of the the 95% credible interval. It reflects the overall uncertainty in the predic-
tions, with narrower intervals indicating higher precision. It is given by

atw =L 3 (£ - 7).

n

i=

B.2. Stopping criterion

The value of the Kullback-Leibler divergence Dy ; can be computed using two different approaches: (1) using the KLD given by
the conditional posterior distribution of the latent field in the modal configuration of the hyperparameters, or (2) using the KLD given
by the marginal posterior distribution of the latent field. In the following, the notation K LD(:||) is used to denote the KLD between
two distributions.

The first approach accounts for the “average” Kullback-Leibler divergence between two multivariate distributions, i.e., the KLD
accounts for the dimension of the latent field. In the INLA methodology the joint conditional posterior distribution z(x |y, 6) is
computed as a Gausssian approximation, which allows us to compute the Dy ; between two consecutive iteration of the algorithm
(i — 1 and i) at a low computational cost as follows:

Dgp =KLD(x(x | y*™",0D) || z(x | y,60))

' B.1
L (u® — D) T QW (® — =D O~ QY| (B.1)
=\ W =p") QYWY = ') —d +tr(QVQ ) — log —— ’
: Q=D
where T is the transpose operation, d is the dimension of the precision matrix, tr is the matrix trace and |- | the determinant.

Moreover, z(x | y®,0%) is the conditional posterior distribution at the i*# iteration. Therefore, z(x | y©, 8") follows a multivariate
Gaussian distribution denoted by MVN(u”, Q¥), with mean vector u) and precision matrix Q®.

The second approach is computed as average difference in the marginal posterior distributions of all the latent field components
(or nodes) represented by z(x; | yi=1):

7
Dyy = 2 KLD(ﬂ(xj YD) |1 7, | y("))), (B.2)
=1

<l

with J being the total number of latent field components.
Alternatively, instead of using an average measure we can consider the maximum KLD computed over the set of latent field nodes
denoted by .J. This measure is defined as follows:

Dyy = max {KLD(x(x; |y 1 2(x; 1y)}. (B.3)
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This has the advantage of controlling whether every node update remains below the threshold §. Note that it can also be computed
considering a subset of nodes (J’ : J' c J) if we are interested in evaluating the changes in the marginal distributions only for the
nodes in the subset J’.

Appendix C. Details about the simulation studies
C.1. Spatio-temporal simulation study for INLA-RF1

C.1.1. Data simulation
In the first simulation study, we simulate a dataset with T = 8 time points and n = 150 spatial locations per each time location,
assuming that the spatial locations are changing in time in the given spatial domain (see Fig. 1). The study region and the spatial
locations refer to the Parana state and are available in the R INLA package (Krainski et al., 2018). We simulate the data using the
following spatio-temporal model which is widely adopted in the environmental modeling literature (see e.g., Cameletti et al., 2013;
Moraga, 2019; Wikle et al., 2019; Fioravanti et al., 2021, 2022, 2023; Otto et al., 2024). We consider two quantitative predictors (z,
and z,) and one categorical regressor with three classes included using dummy variables (D,, D, and D; with coefficients y,, y, and
73, respectively) which enters in the model through two non-linear functions f,(:) and f,(-):
3
Y0 = £1(21(5,0) + f2 (2208 0) + Y7, D; (5, 0) + (s, 1) + €s; 1), D
Jj=1 :
a(s;, 1) = aw(s;,t — 1) + &(s;, 1).

The measurement error is assumed to be normally distributed, i.e., e(s;, 1) ~ N(O, 0'3), while the latent process w(s;, 1) is characterized
by a first order autoregressive temporal dynamics (AR(1)) with coefficient a and by spatially correlated innovations. In particular,
&(s;, 1) is assumed to be a zero-mean Gaussian (isotropic and second order stationary) process with spatio-temporal covariance function
given by

0, for ¢, # 1,

Cov(&(s;.1,).£(G5;.1) = {C(h) oo
> k="t

where h = [[s; —s;|| € R is the Euclidean distance and C(h) is the Mateérn spatial covariance function defined as follows (Wikle et al.,
2019):

=227 (eny
€)= 0% s () K, o), €2

The term o2 is the spatial variance and K, is the modified Bessel function of the second kind of order v > 0, the latter being the
parameter that controls the smoothness of the spatial process. The term x > 0 is a scaling parameter related to the spatial range p,
represented by the distance at which the spatial correlation is negligible.

For the simulation we set y; = 0.727, y, = —1.027 and y; = 0.3. The values of z, are drawn from a standard Normal distribution
with f;(-) being a non-linear function given by f|(z,) = 2z, sin(2z,). Furthermore, z, is simulated from a Uniform distribution defined
between 0 and 1 with f,(-) being another non-linear function defined as f(z,) = sin(z‘z‘) + cos(2.57z,).

For the spatial covariance function we assume o2 = 1 and p = 3.627 (given by half the maximum distance for the considered
domain). The measurement error ¢ is assumed to be a mean-zero Gaussian process with variance set equal to ag =1/50 =0.02.
Finally, for the AR(1) part we assume a = 0.7.

C.1.2. Cross-validation results

In this section we propose a Cross-Validation (CV) analysis for the spatio-temporal simulation study presented in Section 3.1 and
Appendix C.1. The aim is to evaluate the model’s performance under a structured spatio-temporal k-fold partitioning in order to
take into account the spatio-temporal structure of the data when splitting into training and test. The procedure used to construct the
spatio-temporal blocks (or clusters) can be summarized as follows: first, the temporal nodes to be aggregated are selected. For each
temporal aggregation, a fixed spatial partitioning of the data using the k-means algorithm is applied using the spatial coordinates
of the observations. This results in a spatio-temporal partition where the overall dimensionality is determined by the number of
aggregated temporal nodes and the number of centroids specified in the k-means algorithm. For the CV analysis, one of the partitions
is selected as the test set, and the remaining partitions are used as the training set. For example, if the data is divided into six spatio-
temporal partitions, one partition is used for testing purposes and the remaining partitions serve as the training set. This process is
then repeated until all the partitions have been used as the test set. As a result, we obtain performance metrics for each partition,
which can then be averaged to compute an overall performance estimate.

Fig. C.10 shows the six spatio-temporal clusters along with the data assigned to each of them. Table C.4 shows that the average
performance is consistent with the results obtained when using a standard (80% — 20%) training-test split. Specifically, applying INLA-
RF1 improves the identification of true values. The most precise predictions are obtained when uncertainty from the RF component
is not propagated to the INLA-based model, as expected. When uncertainty is propagated, the predictive intervals become wider
than in the benchmark approach. Nevertheless, both versions of INLA-RF1 - whether uncertainty is propagated or not - lead to lower
estimation error and better coverage of the true values, although the version with uncertainty propagation results in wider intervals
compared to the benchmark method.
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A. Temporal nodes from 1 to 4 B. Temporal nodes from 5 to 8
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Fig. C.10. Spatio-temporal clustering with 6 spatio-temporal blocks, showing the data related to each partition.

Table C.4

Performance metrics using the spatial CV training-test scheme. The INLA la-
bel corresponds to the benchmark INLA-based model with no hybridization,
while RF denotes the standard Random Forest. INLA-RF1.1 denotes the INLA-
RF1 model without uncertainty propagation, whereas INLA-RF1.2 includes un-
certainty propagation.

RMSE MAE CP AIW
Model Train Test Train Test Train Test Train Test
INLA 1.37 1.74 1.02 1.32  0.63 0.71 2.11 3.27
RF 1.06 1.17 0.82 0.92  0.95 0.94 427 4.22

INLA-RF1.1 0.62 1.17 0.47 0.91 0.77 0.77 1.35 2.72
INLA-RF1.2 0.62 1.17 0.47 0.90 0.97 0.90 2.80 3.68

C.2. Purely temporal simulation study for INLA-RF2

C.2.1. Data simulation

In this section we provide an example involving a purely temporal application of INLA-RF2 based on simulated data. The case
study is constructed by simulating a time series y with n = 2000 time points including k& = 10 jumps introduced at equally spaced time
locations. The simulation model is defined as follows using matrix notation:

- -1
y ~MVN(p, 7D, (C.3)
u=pl+u,

where f, is the intercept, 1 is the n-dimensional vector of ones, and u is a temporal latent effect combining a smooth random-walk
component with abrupt jumps. Specifically,
u=Dw+u,,
where u, is a first-order random walk (RW1), meaning that its vector of first-order increments, denoted by Au,, satisfies
Au, ~ MVN(0,7;'1).
The matrix D is an n X k cumulative jump-incidence matrix. In particular, let 7, ..., 7, denote the jump locations. Then the (i, j)
entry of D is defined as
D, =13 21)),

where 1(i > ;) equals 1 if i > #; and 0 otherwise. This means that the j™ column is equal to 0 before time ¢ ;and 1 from time ¢; onward.
As a consequence, the product Dw yields a piecewise-constant cumulative jump component, where each element w; represents the
magnitude of the jump occurring at time ¢;. The jump magnitudes are generated as

w = sign(w; —0.5) O w;,

where © denotes element-wise multiplication, w, ~ Binom(l, ) determines the jump signs and w; ~ MVN( o, r,;} I) determines their
absolute sizes.

In the simulation, the success probabilities in the vector =, are fixed at 0.5 for all jump locations, the mean jump magnitudes in
M, are set to 5 for all jumps, and T, = 100. The jump locations are equally spaced, with spacing |n/(k + 1)| = 181, so that the jumps
occur at times 181,362, ..., 1810. Moreover, we set , =2 and 7, = Ty, = 20. The simulated data y are shown in Fig. 4, where both the
temporal trend and the jumps in the time series are visible.
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Appendix D. Details about the real case comparison
D.1. Spatio-temporal cross validation results

Following the same procedure described in Appendix C.1.2, we carried out a structured spatio-temporal CV analysis for the
Agrimonia case study presented in Section 4. This analysis complements the 80%-20% training-test split and aims at evaluating the
robustness of the model comparison under partitions that explicitly respect the spatio-temporal structure of the data. The observations
were divided into 8 spatio-temporal blocks, illustrated in Fig. D.11, and each block was used in turn as test set. Table D.5 reports the
average performance metrics across the resulting 8 cross-validation partitions.

A. Temporal nodes from 1 to 12 B. Temporal nodes from 13 to 24
A PN
e o N Va - N
46.5°N y + Y { . N
| | | |
£ “‘“‘ Ve
ID cluster
46.0°N+ 1
2
3
4
45.5°N+ 5
6
7
8
45,0°N+
\\\ / \\\ /
44 5N o B
8.5°E 9.0°E 9.5°E  10.0°E  10.5°E 11.0°E  11.5°E 8.5°E 9.0°E 9.5°E  10.0°E  10.5°E  11.0°E  11.5°E

Fig. D.11. Agrimonia spatio-temporal clustering with 8 spatio-temporal blocks, showing the data related to each partition.

Table D.5

Mean of the performance metrics along the 8 partitions for the spatio-temporal
CV training-test scheme. The INLA label corresponds to the benchmark INLA-
based model with no hybridization, while RF denotes the standard Random For-
est. INLA-RF1.1 denotes the INLA-RF1 model without uncertainty propagation,
whereas INLA-RF1.2 includes uncertainty propagation. Finally, INLA-RF2 refers
to the second INLA-RF algorithm, intended for node correction.

RMSE MAE CP AIW
Model Train Test Train Test Train Test Train Test
INLA 3.00 4.79 2.28 3.61 0.64 0.66 4.89 8.26
RF 3.58 4.39 2.64 3.33 0.94 0.89 14.02 14.02
INLA-RF1.1 2.08 3.90 1.55 2.98 0.73 0.78 4.04 8.96
INLA-RF1.2 2.26 4.07 1.68 3.13 0.95 0.89 9.58 12.60
INLA-RF2 291 4.77 2.27 3.58 0.67 0.68 5.01 8.38
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