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Abstract. In the recent past, yearly CO2 emissions at the international
level were studied from different points of view, due to their importance
with respect to concerns about climate change. Nevertheless, related data
(available at country-industry level and referred to the last two decades)
often suffer from missingness and unreliability. To the best of our knowl-
edge, the problem of solving the potential inaccuracy/missingness of such
data related to certain countries has been overlooked. Thereby, with this
work we contribute to the academic debate by analyzing yearly CO2

emissions data using Matrix Completion (MC), a Statistical Machine
Learning (SML) technique whose main idea relies on the minimization of
a suitable trade-off between the approximation error on a set of observed
entries of a matrix (training set) and a proxy of the rank of the recon-
structed matrix, e.g., its nuclear norm. In the work, we apply MC to the
prediction of (artificially) missing entries of a country-specific matrix
whose elements derive (after a suitable pre-processing at the industry
level) from yearly CO2 emission levels related to different industries.
The results show a better performance of MC when compared to a sim-
ple baseline. Possible directions of future research are pointed out.

Keywords: Matrix completion · Counterfactual analysis · Causal
inference · Green economy · Pollution

1 Introduction

The concern about climate change is increasing day by day; media and public
opinion dedicate a large room to this issue. Surely, one cause of this phenomenon
is represented by the yearly emission of a huge amount of CO2, largely produced
by anthropogenic activities such as transportation, heavy industries, and elec-
tricity production from fossil fuels. For these reasons, at the international level,
some countries and supranational organizations are planning strategies to reduce
the use of hydrocarbons, a famous example being represented by the Paris Agree-
ment in 2016, whose main goal is to reduce the yearly CO2 emission levels by at
least 55% by 2030 (compared to their levels achieved in 1990).
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In the last years, some academic literature studied the behavior of CO2 emis-
sions from different points of view. Nevertheless, to the best of our knowledge,
none investigated how to solve the potential inaccuracy/missingness of data
in certain countries. Thereby, in this work we would like to contribute to the
academic debate by studying CO2 emissions by applying a Statistical Machine
Learning (SML) method to a country-industry level database spanning several
years in the recent past. Specifically, we propose the application of a method
called Matrix Completion (MC, see Hastie et al., 2015 [1]), whose main idea
relies on the minimization of a suitable trade-off between the approximation
error on a set of observed entries of a matrix (training set) and a proxy of the
rank of the reconstructed matrix, e.g., its nuclear norm. A recent successful
example of application of MC - in the field of international trade - is represented
by the work Metulini et al. (2022) [2], in which MC is applied for the recon-
struction of World Input-Output Database (WIOD) subtables. With the final
goal of providing effective CO2 emissions data completion, in the present work
we propose a specific adjustment (i.e., a suitable pre-processing of the available
dataset) that may improve MC performance for its specific use with data related
to yearly CO2 emission levels. More in details, we apply MC to country-specific
subsets of the available pre-processed database of CO2 emissions, comparing its
predictive performance with the one of a simple baseline, namely, the industry-
specific average over the training set. Results and their statistical significance
analysis show that MC has a better performance than the baseline.

2 Description of the Dataset

The database, available at https://joint-research-centre.ec.europa.eu/scientific-
activities en and fully described in Corsatea et al. (2019) [3], refers to yearly CO2

emission levels from 56 industries1 and from households, for 12 energy commodi-
ties. The database covers 30 European countries and 13 other major countries
in the world, in the period from 2000 to 2016 (one observation for each coun-
try, industry, and year). A significant feature of the available database is that
its adopted classification of industries matches the one adopted in the World
Input-Output Database (WIOD) tables (https://www.rug.nl/ggdc/valuechain/
wiod/wiod-2016-release), whose elements represent yearly trade flows from input
country-specific industries to output country-specific industries/final consump-
tion sectors. In this preliminary study we restrict the application of MC to
country-specific matrices of yearly CO2 emission levels. A preliminary descrip-
tive analysis of the dataset shows that, for each country, yearly CO2 emission
levels of each industry vary typically quite smoothly from one year to the suc-
cessive one (whereas yearly CO2 emission levels of different industries are quite
different at the cross-sectional level).
1 Data related to the total yearly CO2 emission levels over all the 56 industries were

removed from the database, likewise data related to 2 industries for which the yearly
CO2 emission levels were typically 0. Hence, a total of 54 industries was considered
in our analysis.

https://joint-research-centre.ec.europa.eu/scientific-activities_en
https://joint-research-centre.ec.europa.eu/scientific-activities_en
https://www.rug.nl/ggdc/valuechain/wiod/wiod-2016-release
https://www.rug.nl/ggdc/valuechain/wiod/wiod-2016-release
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3 Method

In this work, we apply the next formulation for the Matrix Completion (MC)
optimization problem, which was studied theoretically in Mazumder et al. (2010)
[4]:

minimize
M̂∈Rm×n

⎛
⎝1

2

∑
(i,j)∈Ωtr

(
Mi,j − M̂i,j

)2

+ λ‖M̂‖∗

⎞
⎠ , (1)

where Ωtr (which, using a machine-learning expression, may be called training
set) is a subset of pairs of indices (i, j) corresponding to positions of known
entries of a matrix M ∈ R

m×n, M̂ is the completed matrix (to be optimized
by solving the optimization problem above), λ ≥ 0 is a regularization constant,
and ‖M̂‖∗ is the nuclear norm of the matrix M̂, i.e., the summation of all its
singular values. The regularization constant λ controls the trade-off between
fitting the known entries of the matrix M and achieving a small nuclear norm
of its reconstruction M̂. The latter plays a similar role as the well-known l1
regularization term used in the LASSO (Hastie et al., 2015 [1]). In this work,
the optimization problem (1) is solved numerically by applying the Soft Impute
algorithm, developed in Mazumder et al. (2010) [4], to which we refer for its
full description. In our application its tolerance parameter (which is part of the
termination criterion used by that algorithm) is chosen as ε = 10−10. Moreover,
when convergence is not achieved, in order to reduce the computational time, the
algorithm is stopped after N it = 106 iterations. In our application an additional
post-processing step is included, thresholding to 0 any negative element (when
present) of the completed matrix. This step is motivated by the fact that the
original matrix of yearly CO2 emission levels is non-negative. For each λ, the
resulting (country-specific) completed and thresholded matrix is denoted as M̂λ.

Since MC usually performs better when the elements of the matrix to which it
is applied have similar orders of magnitude, for each country, the original matrix
of yearly CO2 emission levels is pre-processed by dividing each row by the l1 norm
of that row restricted to the training set, and multiplying it by the fraction of
observed entries in that row (this pre-processing step is not performed when the
row contains only zero elements in the training set). Then, MC is applied to the
resulting matrix. In this preliminary study, for comparison purposes, for each
country the performance of MC is contrasted with that of a simple baseline,
namely, the industry-specific average over the training set.

In the present application, the union of the validation and test sets corre-
sponds to positions of matrix elements that are artificially obscured (but that
are still available as a ground truth), whereas the training set corresponds to the
positions of all the remaining entries of the matrix considered. More specifically,
for each country, MC is applied 20 times, each time choosing the training set in
the following way:

i) 50% of randomly chosen rows (industries) are observed entirely;
ii) the remaining rows are observed over all the years, except the last 2 years.
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Then, in order to avoid overfitting, the regularization constant λ is selected via
the following validation method. First, the set of positions of unobserved entries
of the matrix M is divided randomly into a validation set Ωval (about 25% of
the positions of the unobserved entries) and a test set Ωtest (the positions of
the remaining entries). In order to ease the comparison of the MC results when
considering different countries, the random choices of the training, validation,
and test sets are the same for every country, in each of the 20 repetitions of
the MC application (nevertheless, different repetitions turn out to have different
realizations of the training, validation, and test sets). It is worth observing that,
by the construction above, the training, validation, and test sets do not overlap.

Finally, the optimization problem (1) is solved for several choices λk for λ.
In order to explore different scales, these are exponentially distributed as λk =
2k/2−25, for k = 1, . . . , 100. For each λk, the Root Mean Square Error (RMSE)
of matrix reconstruction on the validation set is computed as RMSEval

λk
:=√

1
|Ωval|

∑
(i,j)∈Ωval

(
Mi,j − M̂λk,i,j

)2

, then the choice λ = λ◦
k that minimizes

RMSEval
λk

for k = 1, . . . , 100 is found. For each λk, the RMSEs of matrix recon-
struction on the training and test sets (RMSEtr

λk
and RMSEtest

λk
) are defined in a

similar way. In particular, focus is given to their values computed for λ = λ◦
k.

4 Results

Figure 1 details the results obtained in one repetition of our analysis, for a rep-
resentative country (Italy), taken as case study (similar results are obtained for
other repetitions and other countries). The figure shows, for various choices of λ,
the RMSEs achieved by the MC method on the training, validation and test sets,
and compares them with the respective RMSEs obtained by the baseline. Then,
Table 1 reports, for all the 20 repetitions, the RMSE on the test set (in correspon-
dence of the optimal choice of the regularization constant λ) for the representa-
tive country, and the RMSE on the same test set obtained by the baseline. In
this case, the MC method achieves a statistically significant better performance
than the baseline. Indeed, the application of a one-sided Wilcoxon matched-pairs
signed-rank test (adopted for a similar purpose in Gnecco et al., 2021 [5]) rejects
the null hypothesis that the difference RMSEtest(baseline) − RMSEtest

λ◦
k

(MC)
has a symmetric distribution around its median and this median is smaller than
or equal to 0 (p-value = 4.7846 · 10−5, significance level α = 0.05). Similarly, the
null hypothesis is rejected for 37 among the other 42 countries.

5 Possible Developments

Potential applications of our analysis arise in the construction of counterfactuals,
useful to predict the effects of policy changes able to influence the yearly CO2

emission levels of specific industries in selected countries. As a further step, MC
could be applied to matrices obtained by combining the information available
from different countries, or by merging the information available on yearly trade
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Fig. 1. Results of the application of one repetition of the MC method and of the
baseline, for the case of a representative country (Italy).

Table 1. RMSEs on the test set for the two methods considered in the work, for the
case of a representative country (Italy).

Repetition number

1 2 3 4 5 6 7 8 9 10

RMSEtest
λ◦
k

(MC) 0.0061 0.0065 0.0057 0.0044 0.0046 0.0122 0.0059 0.0105 0.0116 0.0118

RMSEtest (basel.) 0.0134 0.0139 0.0150 0.0182 0.0178 0.0211 0.0166 0.0208 0.0229 0.0213

Repetition number

11 12 13 14 15 16 17 18 19 20

RMSEtest
λ◦
k

(MC) 0.0156 0.0127 0.0124 0.0078 0.0116 0.0130 0.0080 0.0064 0.0169 0.0060

RMSEtest (basel.) 0.0259 0.0201 0.0195 0.0157 0.0222 0.0186 0.0118 0.0134 0.0256 0.0154

flows and yearly CO2 emission levels. Finally, using an ensemble machine learning
approach, MC could be combined with a refined baseline (e.g., an industry-
specific moving average over a subset of past observations) to achieve possibly a
better performance with respect to the baseline alone.
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